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Abstract

Linear type systems statically guarantee that resources are used the right number of times. However,

they break down in the presence of multi-shot algebraic effect handlers, which can invoke their captured

continuations more than once and cause linearly-bound resources to be used more times than the type

systempermits. Existing approaches to this tension forbidmulti-shot effects in linear contexts, sacrificing

expressivity. In this project, we design and implement Tyme, a functional programming languagewith a

novel type system that instead scales resource usage by the exact number of continuation invocations. We

do this by designing a behavioural effect type system, inspired by session types and related behavioural type

systems, that tracks the possible sequences of effect invocations. The resulting precision, together with a

quantitative type system based on a non-dependent fragment of Atkey’s quantitative type theory, allows

us to support precise resource annotations on functions using a resource algebra forming an ordered

semiring, even in the presence ofmulti-shot effects. Weprove our system to be sound, and give a semantic

justification using a typedCPS transform of a fragment of our core calculus to a calculus without effects.

To our knowledge, Tyme is the first language in which a function may be linear in its arguments while

invoking multi-shot effects that can capture the arguments.
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Chapter 1

Introduction

Let’s play a game. You pick a natural number 𝑛 between 0 and 9. I will then flip a coin. If it lands on

heads, you earn £(𝑛2 − 5); if it lands on tails, you earn £(10 − 10𝑛) (if this number is negative, you owe

me the absolute value). Sounds good, you say, and write a function score ∶ int → bool → int which

computes your payout, given your choice of 𝑛 and the outcome of the coin toss ℎ.

score 𝑛 ℎ = if 0 ≤ 𝑛 < 10 then (if ℎ then 𝑛2 − 5 else 10 − 10𝑛) else (do Raise)

You are a defensive programmer, so you’ve added a check to make sure that 𝑛 is in the correct range; if

it’s not, you raise an exception through do Raise. But I might later tell you that I will simply pay you £0

if you give me a number below 0 or above 9. Not a problem, you say, because we can wrap the function

in an exception handler Raise ↦ 0, which returns 0 if an exception is raised.

scoreZero 𝑛 ℎ = try score 𝑛 ℎwith Raise ↦ 0

But score takes in the outcome of the coin toss ℎ; maybe we would instead prefer to flip the coin within

the function itself. Flipping a coin is an example of a computational effect, since it cannot be expressed as

a pure mathematical function. One principled way of programming with such computational effects is

with algebraic effect handlers [26]. We might write an effectful function scoreFlip∶ int → int that only

takes in 𝑛, and performs an effect Flip that returns the result of a coin flip as a boolean.

scoreFlip 𝑛 = if 0 ≤ 𝑛 < 10 then (if (do Flip) then 𝑛2 − 5 else 10 − 10𝑛) else (do Raise)

Wecan thenwrite an effect handler for Flip, analogously to howwewrote an exception handler forRaise

above. Similarly to exception handlers, whenever a Flip happens, the execution of the programwill jump

to its handler. The simplest handler is one that simulates a faulty coin that always lands on heads:

scoreTrue 𝑛 = handle scoreFlip 𝑛with (Flip, 𝑘) ↦ 𝑘 True

3



chapter 1: introduction 4

Unlike exception handlers, effect handlers provide an extra argument 𝑘, which is the continuation for the

paused effectful computation. These continuations allow us to resume the handled computation from

the point that the effect was performed. In our example, 𝑘 behaves like

𝑘 ℎ = handle (if ℎ then 𝑛2 − 5 else 10 − 10𝑛)with (Flip, 𝑘) ↦ 𝑘 True

= if ℎ then 𝑛2 − 5 else 10 − 10𝑛 since the handled computation does not call more Flips

where 𝑛 is the input given, so that 𝑘 True returns 𝑛2 − 5. Notice that the effect Flip itself doesn’t contain

any intrinsic meaning; its semantics is determined solely by the handler. For example, a different handler

might, instead of determining a value for the coin flip, try both outcomes and return the average.

scoreEV 𝑛 = handle scoreFlip 𝑛with (Flip, 𝑘) ↦ ((𝑘 True) + (𝑘 False))/2

Thus scoreEV 𝑛 computes the expected payout with the chosen 𝑛, assuming a fair coin. Togetherwith this

handler, Flip is a multi-shot effect (as opposed to a zero-shot or one-shot one): an effect that resumes its

continuation more than once. Raising an exception is a zero-shot effect; exception handlers, therefore,

are a special case of effect handlers that don’t use the provided continuation.

scoreZero′ 𝑛 ℎ = handle score 𝑛 ℎwith (Raise, 𝑘) ↦ 0

Programming languageswith effect types [5, 13, 18] keep track of the set of possible effects that a function

can perform in its type. Thus, we might have the types

score∶int → bool → int!{exn}

scoreZero′ ∶int → bool → int

scoreFlip∶int → int!{exn, flip}

scoreTrue∶int → int!{exn}

scoreEV∶int → int!{exn}

together with effect signatures

exn ≜ Raise∶unit ↠ int flip ≜ Flip∶unit ↠ bool

which tell us that the effect operations Raise and Flip return an int and bool, respectively. (Since Raise

is zero-shot, its return type doesn’t actually matter.)
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I will now make a modification to the game. Suppose that instead of £(𝑛2 − 5) and £(10 − 10𝑛), the

payout will be £(𝑛2 − 𝑚) and (𝑚 − 10𝑛) for heads and tails respectively, where 𝑚 is a parameter. A

straightforward modification to scoreFlip computes what we need (omitting the check for 0 ≤ 𝑛 < 10

for simplicity).

scoreFlip′ 𝑛 𝑚 = if (do Flip) then 𝑛2 − 𝑚 else𝑚 − 10𝑛

Let me further assert that 𝑚 is stored in very volatile memory, so its value is immediately discarded once

it’s read. Thus,𝑚 is linear – it must be used exactly once – and as such, we can use linear types to encode

this invariant. Linear types [25, 38], based on the linear logic of Girard [10], is a typing discipline that

only allows certain variables to be used exactly once. By integrating linear types into our language, we

might try to give scoreFlip′ the following type:

scoreFlip′ ∶ int → int ⊸ int!{flip}

The arrow⊸ asserts that the second argument 𝑚 of scoreFlip′ is linear. At first glance, this might seem

okay: both branches of the if expression do indeed use 𝑚 once. However, consider what happens if we

use Flip as a multi-shot effect.

scoreEV′ 𝑛 𝑚 = handle scoreFlip′ 𝑛 𝑚with (Flip, 𝑘) ↦ ((𝑘 True) + (𝑘 False))/2

Since 𝑘 is resumed twice, we end up using𝑚 twice, once for each branch of the if!

This tension between linear types and multi-shot effects is well-documented in literature. However, ex-

isting solutions address this problemby forbidding linear variables to beused inmulti-shot continuations

entirely. Tang et al. [36] introduce control-flow linearity to keep track of regions of the program that are

linear, and allow linear variables to only appear within control-flow linear regions. Similarly, van Rooij

and Krebbers [37] use an approach based on Wadler’s use types [39] to ensure that affine values (which

must beusedatmost once, rather than exactly once) are not captured inmulti-shot continuations.

Their systems are sound but conservative. Under them, the most precise type for scoreFlip′ is

scoreFlip′ ∶ int → int → int!{flip},

which shows that𝑚 cannot be usage-sensitive at all. This is despite us knowing that the handler for Flip

will invoke its continuation twice, and so two copies of the volatile resource 𝑚 are enough to maintain

correctness.
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What if, instead, we could assert that𝑚 is used exactly twice?

scoreFlip′ ∶ int → int2 → int!{flip}

This report shows what happens if we design a programming language around this idea. We present

Tyme, a functional programming language supporting typeswithmultiplicities and effects. Webuild on

top of quantitative type theory (QTT) [3], a generalisation of linear types that allows the embedding of

precise usage information of variables into types. We show that by suitably generalising Tang et al.’s [36]

system into control-flowmultiplicity, we are able to track the precise number of uses of a variable, even in

the presence ofmulti-shot continuations. A key observation is that keeping track of the exact sequence of

effects matters; as such, we design a behavioural effect type system, inspired by behavioural types [1] such

as session types [15, 29], and show how handlers transform them. Under this typing system, scoreFlip

and scoreFlip′ can be given the following types.

scoreFlip∶int1..5 → int!(flip ⊕ exn)

scoreFlip′ ∶int2..4 → int2 → int!flip

Here ⊕ represents nondeterminism, representing the fact that scoreFlip will either flip a coin or raise

(but not both). Themultiplicity 1..5 denotes an interval, stating that the argument can be used between

1 and 5 times. The effect signatures must also be augmented with their control-flow multiplicities (in

square brackets), which denotes the number of times the handler must resume its continuation.

exn ≜ Raise∶unit ↠ int [0] flip ≜ Flip∶unit ↠ bool [2]

In general, the type system is parametrised over a suitable resource algebra (as is the case inQTT [3]), and

instantiating our system with appropriate ones lets us recover both linear and affine typing disciplines

as well as their generalisations, such as intervals. This expressive type system lets programmers state and

enforce precise invariants on resource usage, even in the presence of multi-shot effects.

Structure and contributions. The remainder of this report is structured as follows.

• In Chapter 2, we build our intuition by studying example programs written in the Tyme pro-

gramming language, and discuss the implementation of its interpreter.

• In Chapter 3, we present a core calculus for Tyme, formalise its operational semantics and type

system, and prove its soundness. Thus, we introduce a calculus that, for the first time, integrates
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multi-shot effects with quantitative types.

• The core calculus in the previous chapter restricts recursive functions to take a specific form (Re-

striction 3.5.4). In Chapter 4, we discuss the challenges of removing this restriction.

• In Chapter 5, we perform a typed Continuation-Passing Style (CPS) transform of a single-effect

fragment of our effectful core calculus into a calculus without effects. Through this, we establish

a connection between the control-flow multiplicity of a computation and the value multiplicity

of the continuation argument in its CPS transform, thereby providing a semantic justification of

control-flowmultiplicities.

Related work. Temporal type-and-effect systems, which capture the traces of effects that can be per-

formed by a function, have been studied before; however, works in this area focus on verification of

temporal properties. Skalka et al. [31] propose an effect system that resembles ours, with sequencing,

nondeterminism and recursion; however, they do not support effect handlers, instead using traces pro-

duced formodel-checking statements in the linear-time 𝜇-calculus. Sekiyama andUnno [30] address the

temporal verification problem for programs containing delimited continuations, a closely-related con-

trol structure to algebraic effects; however, their effect types are formulae of a fixpoint logic, and they

explicitly note effect handlers as being out of scope. Song et al. [32] do consider handlers, but do not

design a type-and-effect system; instead, their trace specifications are external assertions verified by a for-

ward analyser. No existing work combines temporal effect systems with effect handlers. Moreover, none

make the observation that such effect systems can aid in combining linear types with effects.



Chapter 2

Programming in Tyme

We left the previous chapter with the promise that functions with multi-shot effects could still be given

types with precise multiplicities. In this chapter, we demonstrate this with Tyme. This chapter is an

informal tour of Tyme, introducing its syntax and features through a sequence of examples. We defer

the formal discussions to Chapter 3, instead focusing on building intuition. All examples below have

been type-checked and tested on the Tyme interpreter.

2.1 Effects and handlers

How shall we flip our coin? In Tyme, we declare effects by using the effect keyword.

effect flip [2] = Flip : unit -> bool;;

This states that flip is an effect with a control-flow multiplicity of 2 and a single operation Flip, which

takes in an argumentof type unit and returns a bool. Wecandefine exceptions in a similarmanner.

effect exn [0] = Raise : unit -> int;;

Functions in Tyme are written in anML-like syntax, but with type annotations on function parameters

and return types.

let scoreFlip (n : int) : int!flip (+) exn =

if 0 <= n && n < 10 then

if (do Flip ()) then n * n - 5 else 10 - 10 * n

else

do Raise ()

;;

The keyword do takes in a name of an effect operation aswell as an argument, and performs that effect. In

both instances here, we pass in (), which is the only value of type unit. The return type A!Emeans that

the function returns a value of type A and performs effects in E in the process. In our case, the value type

is int, while the effect type flip (+) exn denotes that the function will nondeterministically perform

8
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either a flip or an exn.

We can handle scoreFlipwith a handler that calculates the expected payoff:

let scoreEV (n : int) : int!exn? =

handle scoreFlip n with

| Flip x, k ->

(( resume k True) + (resume k False)) / 2

;;

The handle expression installs a handler. A handler must handle all operations for an effect, one arm

per operation; the effect flip has only one operation Flip, so we only have one handler arm. The clause

Flip x, k ->matches on the Flip operation. When Flip is performed by scoreFlip, the execution of

the program jumps to the corresponding handler body, binding the argument provided to the operation

and the resumption continuation to variables x and k, respectively. In our case, x is just (), in which case

Tyme will also permit its omission. Continuations can be resumed with the resume keyword, providing

the result of the effect operation. In the return effect type, the operator ? denotes optional effects; thus,

exn? tells us that the handled computation might still optionally throw an exception. This is a syntactic

sugar for exn (+) nil, where nil is the effect type of pure functions. However, pure functions do not

need to be annotated with effect types.

let scoreEVPure (n : int) : int =

handle scoreEV n with

| Raise , k -> 0

;;

Notably, the number of uses of the continuation kmust be equal to the control-flow multiplicity in its

signature. The Tyme interpreter will throw an error otherwise.

let scoreEVPureBad (n : int) : int =

handle scoreEV n with

| Raise , k -> resume k 0

;;

[!] Error: Exhausted continuation: k (used: 0, needed: 1, allowed: 0)

2.2 Functional programming

Should you even be playing my game? Let’s find out. We start by declaring a data type for (integer) lists,

and several familiar functions.
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type list = Nil | Cons of int * list;;

let fold (c : int -> int -> int) (n : int) (xs : list) : int =

match xs with

| Nil -> n

| Cons (x, xs) -> c x (fold c n xs)

;;

let map (f : int -> int) (xs : list) : list =

match xs with

| Nil -> Nil

| Cons (x, xs) -> Cons (f x, map f xs)

;;

let head (xs : list) : int!exn? =

match xs with

| Nil -> do Raise ()

| Cons (x, _) -> x

;;

let max (x : int) (y : int) : int = if x > y then x else y;;

let maximum (xs : list) : int!exn? = fold max (head xs) xs;;

Like most functional programming languages, Tyme supports recursion, algebraic data types, and pat-

tern matching. The effect type exn? for head and maximum reflects the fact that both functions will raise

an exceptionwhen given the empty list. Using these functions, we can determine themaximumexpected

payout amongst the possible choices for 𝑛.

let range (from : int) (to : int) : list =

if from > to then Nil

else Cons (from , range (from + 1) to)

;;

let scoreMax () : int!exn? =

maximum (map scoreEVPure (range 0 9))

;;

Running scoreMax () in the Tyme interpreter tells us that the maximum expected payout (rounded

down to the nearest integer) is £2! The game might be worth playing, after all.
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2.3 Value multiplicity

The valuemultiplicity of a variable is the number of times it is used in a program. By default, all variables

are assigned value multiplicity inf, which denotes that they can be used any number of times. To assign

a different multiplicity, we use the ^ operator.

let id (x : int)^1 : int^1 = x

Note that we also allow the return type to be annotated with multiplicities; above, this ensures that the

callee of the function uses the result only once.

In the presence of branching, the multiplicity of a variable is the interval covering all branches.

let maybeDouble (x : int )^2..3 : int^1 =

if x > 0 then

x

else

x + x

;;

The multiplicity 2..3 says that x is used between 2 and 3 times, inclusive: once for the positivity check,

and either once or twice more to compute the returned result. In the presence of effects, however, the

value multiplicity calculation becomes more involved.

let scoreFlip2 (n : int )^2..4 (m : int)^2 : int!flip =

if (do Flip ()) then

n * n - m

else

m - 10 * n

;;

In this example, Tyme is able to determine that 𝑚 is used twice, and 𝑛 between 2 and 4 times, inclusive.

It does so by considering the control-flow multiplicities of expressions.

2.4 Control-flow multiplicity

The control-flowmultiplicity of an expression is the number of times control will enter it during execu-

tion. In a pure sequential program every expression hasmultiplicity 1, butmulti-shot effect handlers can

cause expressions to be entered more than once: each invocation of a captured continuation re-enters

the expressions it contains.
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If we perform a Flip, we know from its control-flow multiplicity that its continuation will be resumed

twice; as such, the subexpressions containing it will have their control-flow multiplicities multiplied by

two. Users can optionally annotate let expressions and functions with their expected control-flowmul-

tiplicities. In the absence of annotations, control-flowmultiplicities will be inferred.

let f () : unit!flip; flip; flip [8] =

let [2] _ = do Flip () in

let [4] _ = do Flip () in

let [8] _ = do Flip () in

()

;;

The sequenced effect type flip; flip; flip will be discussed in Section 2.5. The annotation [m] on a

let records howmany times the bodywill be entered during execution. Apure let binding has bodymul-

tiplicity 1, while the annotations above are non-trivial because the bindings perform multi-shot effects.

The annotation on the function is the control-flowmultiplicity at the return point: howmany times the

function will return per call. A pure function has multiplicity 1; a function that performs multi-shot

effects hasmultiplicity above 1, because each continuation invocation eventually completes the function

body and returns. It follows that calling a function can also affect the control-flowmultiplicity.

let g () : unit!flip; flip; flip; flip [16] =

let [2] _ = do Flip () in

let [16] _ = f () in

()

;;

If a variable appears once in a regionwith control-flowmultiplicity𝑚, itwill be used𝑚 times in totalwhen

the region executes. Thus, the count of any variable usage is multiplied by the control-flow multiplicity

of its use site.

let scoreFlip2Annotated (n : int )^2..4 (m : int)^2 : int!flip [2] =

let [2] h = do Flip () in

if h then

n * n - m (* n used 4 times , m used 2 times *)

else

m - 10 * n (* n used 2 times , m used 2 times *)

;;

In the true branch, n appears twice; therefore, multiplied by the control-flowmultiplicity of 2, it is used 4

times in total. Similarly, in the false branch, n appears once, and so is used twice. The intervalmultiplicity

2..4 for n is the union of both branches.
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2.5 Sequencing

Above, we briefly encountered the ; notation for sequenced effect types. If a function performs one

effect a followed by another effect b, it has the effect type a; b.

effect a [2] = A : unit -> unit;;

effect b [2] = B : unit -> unit;;

let f () : unit!a; b =

let _ = do A () in

let _ = do B () in

()

;;

Togetherwithnondeterminismand recursion (Chapter 4), sequencing forms thebasis of our behavioural

effect types, which allow us to keep track of the possible sequences of effects that a function can perform.

This is unlike prior work on algebraic effects [5, 13, 18, 36, 37], which have type systems that simply keep

track of the set of effects that a function can perform.

A natural question to ask is why behavioural effect types are needed. Consider this handler for f.

handle f () with

| A, k ->

let _ = resume k () in

let _ = resume k () in

()

;;

When A is performed, the remaining computation is captured by k and given to the handler. In our case,

the remaining computation performs B. Crucially, since B has control-flow multiplicity 2, each resump-

tion induces a control-flowmultiplicity of 2.

handle f () with

| A, k ->

let [2] _ = resume k () in (* one use of k *)

let [4] _ = resume k () in (* two uses of k *)

()

;;

This means that, in total, k is resumed three times, not the advertised two in the effect signature of a.

Thus, this is an incorrect handler. However, we could only diagnose this issue because the effect type

told us that a comes before b. Consider the alternative, where the computation being handled performs

the effects in reverse order:
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let g () : unit!b; a =

let _ = do B () in

let _ = do A () in

()

;;

handle g () with

| A, k ->

let [1] _ = resume k () in (* one use of k *)

let [1] _ = resume k () in (* one use of k *)

()

;;

Then the captured continuation is pure, so resumptions each induce control-flow multiplicity 1, and k

is resumed twice as intended. However, a type system only keeping track of the set of effects will fail to

differentiate between f and g, since they both perform effects in the set {a, b}. Tyme, on the other hand,

correctly rejects the first handler while accepting the second.

[!] Error: Exhausted continuation: k (used: 1, needed: 2, allowed: 2)

The above example demonstrates that, in general, it is not possible to accurately keep track of the control-

flowmultiplicity of expressionswithpriorwork. This directlymotivates ourbehavioural effect types.

2.6 Recursion

Recursive functions may also perform effects (potentially forever, if the function diverges). To encode

such behaviour, we use recursive effect types.

effect e = Eff : unit -> unit;;

let forever () : unit!X. e; X =

let _ = do Eff () in

forever ()

;;

The syntax X. e; X binds X as a recursion variable. Every time X appears next, we loop back to where X

was bound. Thus, the effect type X. e; X represents an infinite sequence of effects e; e; e;… .

Useful recursive functions often terminate. We can combine recursion and optional effects to denote

that wemay not recurse in a given iteration. For instance, we can write an effectful version of mapwhich,

rather than taking in a function f, uses an effect yield to transform each element in a list.
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effect yield [1] = Yield : int^1 -> int ^1;;

let mapYield (xs : list )^1 : list ^1!X. (yield; X)? =

match xs with

| Nil -> Nil

| Cons (x, xs) ->

let y = do Yield x in

Cons (y, mapYield xs)

;;

handle mapYield [1; 2; 3; 4; 5] with

| Yield x, k ->

resume k (x + 5)

;;

(* returns [6; 7; 8; 9; 10] *)

This function has the effect type X. (yield; X)?. This corresponds to the fact that in each iteration,

it may either terminate (if xs is Nil) or yield then recurse (if xs is Cons). We can further assert that xs

is linear: to see why, note that pattern matching on a value of an algebraic datatype consumes one use

of the value (to inspect its constructor), and binds the components of the matched constructor with

multiplicity one. So in the Cons (x, xs) branch, x and xs are each available for one use. Since yield is

single-shot, the recursive call mapYield xs happens under control-flowmultiplicity 1, and thus xs is used

exactly once. If we instead use a multi-shot effect, Tyme will reject the program:

effect yield2 [2] = Yield2 : int^1 -> int ^1;;

let mapYield2Bad (xs : list )^1 : list ^1!X. (yield2; X)? =

match xs with

| Nil -> Nil

| Cons (x, xs) ->

let [2] y = do Yield2 x in

Cons (y, mapYield2Bad xs)

;;

[!] Error: Exhausted variable: xs (used: 0, needed: 2, allowed: 1)

The recursive call mapYield2Bad xs appears after a Yield2, which has control-flow multiplicity 2. The

body therefore uses xs twice in total, but xswas given multiplicity 1. The fix is to give xs a more permis-

sive multiplicity.

let mapYield2 (xs : list )^1.. : list ^1!X. (yield2; X)? =

match xs ^(1..) with

| Nil -> Nil

| Cons (x, xs) ->
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let [2] y = do Yield2 x in

Cons (y, mapYield2 xs)

;;

The interval multiplicity 1.. states that xs is used one or more times. We correspondingly raise the

multiplicity given to match so that xs has multiplicity 1.., using the syntax xs^(1..). After the Yield2,

control-flow multiplicity is 2; the recursive call therefore uses xs 2 or more times. Since the interval 2..

is contained within 1.., the function successfully typechecks.

2.7 Implementation

The Tyme interpreter was implemented in OCaml, and consists of a lexer, parser, type-checker and

evaluator. The type-checker implements a bidirectional type-checking algorithm closely following the

typing rules in Chapter 3. The evaluator interprets the parsed and typed abstract syntax tree through

a recursive evaluation function written in continuation-passing style; this makes it simple to store and

resume continuations in effects. The interpreter also supports various ergonomic features not discussed

in this report, such as multi-operation effects and multiplicity coercion. The source code, along with

the language documentation and automated unit tests, can be found in the Tyme Git repository1. In

particular, the test/thesis.t unit test contains the code from this chapter and their results.

1https://github.com/smjleo/tyme

https://github.com/smjleo/tyme


Chapter 3

Core Calculus

In this chapter, we study themathematical essence of Tyme. We formalise the language as a core calculus

with algebraic effect handlers and quantitative types, and present its syntax and semantics. We then use

these semantics to prove the soundness of our type system. Our calculus is based on the fine-grain call-by-

value explicit effect calculus of Tang et al. [36], but extended with quantitative types, behavioural effect

types and control-flowmultiplicities.

3.1 Syntax

Definition 3.1.1 (Types, values and computations).

Value types 𝐴, 𝐵 ∶∶= bool | 𝐴𝑚 → 𝐶

Computation types 𝐶, 𝐷 ∶∶= 𝐴𝑚!𝐸 [𝑛]

Effect types 𝐸, 𝐹 ∶∶= 0 | 𝑋 | ℓ∶𝑃; 𝐸 | [𝑘]; 𝐸 | 𝐸 ⊕ 𝐹 | 𝜇𝑋 .𝐸

Presence types 𝑃 ∶∶= 𝐴𝑚 ↠ 𝐵𝑛 [𝑐]

Types 𝑇 ∶∶= 𝐴 | 𝐶 | 𝐸 | 𝑃

Values 𝑉 ,𝑊 ∶∶= True | False | 𝑥 | 𝜆𝑥∶𝐴𝑚.𝑀 | rec 𝑓 (𝑥∶𝐴𝑚).𝑀

Computations 𝑀,𝑁 ∶∶= return 𝑉𝑚 | 𝑉 𝑊 | (do ℓ 𝑉 )𝑃 | let 𝑥𝑚 ← 𝑀 in𝑁

| if 𝑉 then𝑀 else𝑁 | handle𝑀with𝐻

Handlers 𝐻 ∶∶= ℓ 𝑥 𝑘 ↦ 𝑁

Multiplicities 𝑚, 𝑛, 𝑐, 𝑑 ∈ 𝑅, elements of a resource algebra

We work with a fine-grain call-by-value calculus [20] following existing algebraic effect handler litera-

ture [14, 27, 36], which means that we separate values from computations. To quote Levy [21], a value

17
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is, a computation does: in other words, values represent objects that already exist, while computations

execute before returning a value, potentially performing effects in the process. This is reflected in their

corresponding types.

Value types are either bool or an arrow type 𝐴𝑚 → 𝐶, denoting a function whose argument is of type

𝐴 used with value multiplicity𝑚, returning a computation of type 𝐶. For simplicity, we include bool as

the only base type; extending with unit, int, or algebraic data types is straightforward. Correspondingly,

a value is one of: the constants True or False, a variable 𝑥, a non-recursive function 𝜆𝑥 ∶ 𝐴𝑚.𝑀, or a

recursive function rec 𝑓 (𝑥∶𝐴𝑚).𝑀, where 𝑓 is bound in𝑀 to refer to the function itself.

By contrast, computation types 𝐴𝑚!𝐸 [𝑛] return𝑚 copies of a value of type𝐴, but only after performing

effects in 𝐸 and inducing a control-flow multiplicity of 𝑛. A computation can be a return expression

return 𝑉𝑚 that returns 𝑚 copies of a value 𝑉, a function application 𝑉𝑊 between two values, an effect

invocation (do ℓ 𝑉 )𝑃 (labelled with 𝑃, the signature of the effect operation ℓ), a let binding, a conditional

expression, or a handle expression handle 𝑀 with ℓ 𝑥 𝑘 ↦ 𝑁: if 𝑀 performs an effect ℓ, the handler

binds the argument and resumption continuation to 𝑥 and 𝑘, respectively, before proceeding to𝑁.

Each computation type is annotatedwith a behavioural effect type, which describes the sequence of effects

it will perform. It can be the empty effect type 0 (written nil in Tyme), a recursion variable 𝑋, an effect

invocation ℓ∶𝑃; 𝐸, a continuation resumption [𝑘]; 𝐸, nondeterminism𝐸⊕𝐹 (written E (+) F inTyme),

or recursion 𝜇𝑋 .𝐸 (written X. E inTyme). The inclusion of [𝑘]; 𝐸might feel unusual; this exists because

the effects that a continuation will perform within a handler may change during the execution of the

program. We will discuss effect types of handlers in more detail in Section 3.5.

Example 3.1.2. Consider the following Tyme program:

effect a [1] = A : unit -> unit;;

effect b [1] = B : unit -> unit;;

let f () : unit!a; b; a = let g () : unit!b =

let _ = do A () in handle f () with

let _ = do B () in | A, k -> resume k ()

let _ = do A () in ;;

()

;;

The first time A is handled, the continuation k can perform the effect B; however, the next time it is

handled, the continuation is pure.
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C-Refl

𝐸 ≡ 𝐸

C-Sym
𝐸 ≡ 𝐹
𝐹 ≡ 𝐸

C-Trans
𝐸 ≡ 𝐹 𝐹 ≡ 𝐺

𝐸 ≡ 𝐺

C-Cong-Label
𝐸 ≡ 𝐸′

ℓ∶𝑃; 𝐸 ≡ ℓ∶𝑃; 𝐸′

C-Cong-Cont
𝐸 ≡ 𝐸′

[𝑘]; 𝐸 ≡ [𝑘]; 𝐸′

C-Cong-Nondet
𝐸 ≡ 𝐸′

𝐸 ⊕ 𝐹 ≡ 𝐸′ ⊕ 𝐹

C-Cong-Rec
𝐸 ≡ 𝐸′

𝜇𝑋 .𝐸 ≡ 𝜇𝑋 .𝐸′

C-Nondet-Refl

𝐸 ⊕ 𝐸 ≡ 𝐸

C-Nondet-Comm

𝐸 ⊕ 𝐹 ≡ 𝐹 ⊕ 𝐸

C-Nondet-Assoc

(𝐸 ⊕ 𝐹) ⊕ 𝐺 ≡ 𝐸 ⊕ (𝐹 ⊕ 𝐺)

C-Nondet-Dist-Label

ℓ∶𝑃; (𝐸 ⊕ 𝐹) ≡ (ℓ∶𝑃; 𝐸) ⊕ (ℓ∶𝑃; 𝐹 )

C-Nondet-Dist-Cont

[𝑘]; (𝐸 ⊕ 𝐹) ≡ ([𝑘]; 𝐸) ⊕ ([𝑘]; 𝐹 )

Figure 3.1: Structural congruence for effect types.

As is tradition in behavioural types literature [1, 9, 15], we also define a structural congruence relation≡

between effect types. The rules are given in Figure 3.1, which state that the nondeterminism operator⊕

is associative, commutative, and idempotent, and that it distributes over effect labels and continuation

markers. We adopt an iso-recursive view of recursive types: the rule 𝐸[𝜇𝑋 .𝐸/𝑋] ≡ 𝜇𝑋 .𝐸, which would

relate a recursive type with its one-step unfolding, is not part of the congruence. We consider effect types

related by ≡ to be equivalent; hence, we work with effect types modulo ≡ throughout.

Presence types describe the signature of the effect, analogously tohowwedescribed effects using the effect

keyword inTyme. The presence type𝐴𝑚 ↠ 𝐵𝑛 [𝑐] says that the effect takes in𝑚 copies of a value of type

𝐴, returns 𝑛 copies of a value of type𝐵, and has control-flowmultiplicity 𝑐. The control-flowmultiplicity

will be used as the value multiplicity of the continuation in its handler.

Finally,multiplicities denote the number of times a variable can be used (valuemultiplicity), as well as the

number of times control will enter an expression during execution (control-flowmultiplicity). Multiplic-

ities are elements in a resource algebra that must satisfy certain algebraic properties. Thus, our theory is

parametrised over the resource algebra, and the interval multiplicities implemented in Tyme represent

just one particular instance. The structure required for the resource algebra is a bounded join-semilattice-

ordered positive semiring, which unfortunately doesn’t seem to have a standard name. Let us unpack

what this means.
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Definition 3.1.3 (Semiring). A semiring is a set 𝑅 equipped with binary operations+ and ⋅, as well

as distinguished elements 0, 1 ∈ 𝑅 such that:

• (𝑅, +) is a commutative monoid with the identity 0; that is,

– + is associative: (𝑎 + 𝑏) + 𝑐 = 𝑎 + (𝑏 + 𝑐);

– + is commutative: 𝑎 + 𝑏 = 𝑏 + 𝑎;

– 0 is a left- and right-identity of +: 0 + 𝑎 = 𝑎 + 0 = 𝑎.

• (𝑅, ⋅) is a monoid with the identity 1; that is,

– ⋅ is associative: (𝑎 ⋅ 𝑏) ⋅ 𝑐 = 𝑎 ⋅ (𝑏 ⋅ 𝑐);

– 1 is a left- and right-identity of ⋅ : 1 ⋅ 𝑎 = 𝑎 ⋅ 1 = 𝑎.

• ⋅ distributes over + on both sides:

– 𝑎 ⋅ (𝑏 + 𝑐) = 𝑎 ⋅ 𝑏 + 𝑎 ⋅ 𝑐;

– (𝑎 + 𝑏) ⋅ 𝑐 = 𝑎 ⋅ 𝑐 + 𝑏 ⋅ 𝑐.

• 0 is an absorbing element for ⋅ : 𝑎 ⋅ 0 = 0 ⋅ 𝑎 = 0.

Definition 3.1.4 (Positive semiring). A semiring is positive if 𝑎 + 𝑏 = 0 implies 𝑎 = 0 and 𝑏 = 0.

Definition 3.1.5 (Ordered semiring). A semiring 𝑅 is ordered if it is also equipped with a binary

relation ≤ ∈ 𝑅 × 𝑅 such that (𝑅, ≤) forms a partially ordered set, and:

• if 𝑎 ≤ 𝑏, then 𝑎 + 𝑐 ≤ 𝑏 + 𝑐;

• if 𝑎 ≤ 𝑏 and 𝑐 ≥ 0, then 𝑎 ⋅ 𝑐 ≤ 𝑏 ⋅ 𝑐 and 𝑐 ⋅ 𝑎 ≤ 𝑐 ⋅ 𝑏.

Definition 3.1.6 (Bounded ordered semiring). An ordered semiring 𝑅 is bounded if there is a max-

imal element 𝜔 ∈ 𝑅 such that 𝑎 + 𝜔 = 𝜔 + 𝑎 = 𝜔, and 𝑎 ⋅ 𝜔 = 𝜔 ⋅ 𝑎 = 𝜔whenever 𝑎 > 0.

In our theory, the relation≤ should be pronounced “less permissive than”: that is, any usage that satisfies

the constraint 𝑎 also satisfies 𝑏. For the interval multiplicities used by Tyme, [𝑎, 𝑏] ≤ [𝑐, 𝑑] whenever

[𝑎, 𝑏] is contained within [𝑐, 𝑑]. Thus, [1, 1] ≤ [1, 2] holds, since using a variable once satisfies “between
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once and twice”; however, [1, 1] ≤ [2, 2] does not, since a single use does not satisfy the constraint of

being used exactly twice.

Definition 3.1.7 (Join). In a partially ordered set (𝑅, ≤), the join of two elements 𝑎 and 𝑏, written

𝑎 ⊔ 𝑏, is an element 𝑐 such that 𝑎 ≤ 𝑐 and 𝑏 ≤ 𝑐. It must also be the least such element: if there exists

𝑐′ such that 𝑎 ≤ 𝑐′ and 𝑏 ≤ 𝑐′, then 𝑐 ≤ 𝑐′.

Using our reading of ≤ as “less permissive than”, the join 𝑎 ⊔ 𝑏 is the least permissive multiplicity that

subsumes both 𝑎 and 𝑏. Thus, for interval multiplicities used in Tyme, the join of two intervals is the

narrowest interval that covers both. We require that our resource algebra has all joins.

Definition3.1.8 (Join-semilattice). Apartially-ordered set (𝑅, ≤) is a join-semilattice if the join 𝑎⊔𝑏

is always defined for any 𝑎, 𝑏 ∈ 𝑅.

Definition 3.1.9. A resource algebra for Tyme is an ordered semiring 𝑅 that is bounded and posi-

tive, and where (𝑅, ≤) forms a join-semilattice.

Example 3.1.10. Suitable resource algebras include:

• The zero-one-many semiring {0, 1, 𝜔}, with 0 ≰ 1. This allows us to recover linear typing.

• The zero-one-many semiring {0, 1, 𝜔}, with 0 ≤ 1. This allows us to recover affine typing.

• The co-natural numbersN ∪ {𝜔}, with 𝑎 ≤ 𝑏 iff 𝑎 = 𝑏 or 𝑏 = 𝜔.

• The co-natural intervals {[𝑎, 𝑏] | 𝑎, 𝑏 ∈ N ∪ {𝜔}, 𝑎 ≤N∪{𝜔} 𝑏} (where 𝑎 ≤N∪{𝜔} 𝑏 iff 𝑏 = 𝜔 or

𝑎 ≤N 𝑏), with maximal element [0, 𝜔] and partial order [𝑎, 𝑏] ≤ [𝑐, 𝑑] iff [𝑎, 𝑏] ⊆ [𝑐, 𝑑]. This is

the resource algebra used in Tyme.

3.2 Operational semantics

We give a small-step operational semantics to our calculus. The rules are presented in Figure 3.2; they

are standard for fine-grain call-by-value effect calculi [13, 14, 27, 36]. Rule (E-App) 𝛽-reduces a function

application to the body of the abstraction, substituting the argument for the parameter using a standard

capture-avoiding substitution; rule (E-Rec) additionally substitutes the function for its self-reference.



chapter 3: core calculus 22

E-App

(𝜆𝑥∶𝐴𝑚.𝑀) 𝑉 ⟶ 𝑀[𝑉/𝑥]

E-Rec

(rec 𝑓 (𝑥∶𝐴𝑚).𝑀) 𝑉 ⟶ 𝑀[𝑉/𝑥, rec 𝑓 (𝑥∶𝐴𝑚).𝑀/𝑓 ]

E-Let

let 𝑥𝑚 ← return 𝑉𝑚 in𝑀 ⟶ 𝑀[𝑉/𝑥]

E-True

if True then𝑀 else𝑁 ⟶ 𝑀

E-Ret

handle (return 𝑉𝑚)with𝐻 ⟶ return 𝑉𝑚

E-False

if False then𝑀 else𝑁 ⟶ 𝑁

E-Op
ℓ ∉ bl(E) 𝑃 = 𝐴𝑚 ↠ 𝐵𝑛[𝑐] 𝐻 = ℓ 𝑥 𝑘 ↦ 𝑀

handle E[(do ℓ 𝑉 )𝑃]with𝐻 ⟶ 𝑀[𝑉/𝑥, (𝜆𝑦∶𝐵𝑛.handle E[return 𝑦𝑛]with𝐻)/𝑘]

E-Lift
𝑀 ⟶ 𝑁

E[𝑀] ⟶ E[𝑁 ]

Bound operation labels bl([ ]) = ∅ bl(let 𝑥𝑚 ← E in𝑁) = bl(E)
bl(handle E with ℓ 𝑥 𝑘 ↦ 𝑀) = bl(E) ∪ {ℓ}

Evaluation context E ∶∶= [ ] | let 𝑥𝑚 ← E in𝑁 | handle E with𝐻

Figure 3.2: Small-step operational semantics for expressions.

Rule (E-Let) substitutes a returned value into the let-body. Rules (E-True) and (E-False) reduce con-

ditionals based on the boolean scrutinee. Rule (E-Lift) reduces a sub-expressionwithin let bindings and

handle expressions that have not yet reduced to a return.

The remaining two rules govern effect handlers. Rule (E-Ret) discards the handler when the handled

computation has reduced to a return. Rule (E-Op) applies when the handled computation performs

an effect handled by the handler, provided that the effect is not handled by a different handler between

the effect invocation and the current handler. When the effect is performed, the computation reduces

to the handler body, substituting the argument of the effect operation for 𝑥 and the captured continua-

tion for 𝑘. The continuation is constructed to be a function that takes in a value 𝑦 with multiplicity 𝑚,

and resumes the original computation with the same handler, but with return 𝑦𝑚 in place of the effect

invocation.
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3.3 Typing rules

We now discuss how to assign types to programs. We use the standard judgement Γ ⊢ 𝑉 ∶ 𝐴 to mean

that the value 𝑉 is assigned value type𝐴 under the context Γ. Similarly, Γ ⊢ 𝑀∶𝐶 assigns a computation

type 𝐶 to a computation 𝑀 under the context Γ. Here, typing contexts are a set of variables, together

with their value types and their multiplicities.

Definition 3.3.1 (Typing contexts). The syntax of typing contexts Γ is defined by

Γ ∶∶= ⋅ | 𝑥∶𝐴𝑚, Γ

We consider contexts up to permutation of variables, and typically omit ⋅ for nonempty contexts.

Definition 3.3.2 (Context scaling, addition and ordering). The context scaling operation𝑚Γ scales

all multiplicities within Γ by𝑚:

𝑚(⋅) = ⋅ 𝑚(𝑥∶𝐴𝑛, Γ) = 𝑥∶𝐴𝑚⋅𝑛, 𝑚Γ

Note that context scaling does not affect any multiplicities appearing within types.

We can also add two contexts Γ1 and Γ2 together to form a context Γ1 + Γ2, whenever 0Γ1 = 0Γ2:

⋅ + ⋅ = ⋅ (𝑥∶𝐴𝑚, Γ1) + (𝑥∶𝐴𝑛, Γ2) = 𝑥∶𝐴𝑚+𝑛, (Γ1 + Γ2)

The condition 0Γ1 = 0Γ2 states that Γ1 and Γ2 contain the same variables with the same type assign-

ments, but potentially with different multiplicities.

We can similarly lift the ordering relation of the resource algebra ≤ into contexts. Whenever 0Γ1 =

0Γ2, the ordering Γ1 ≤ Γ2 holds under the following rules:

⋅ ≤ ⋅

𝑚 ≤ 𝑛 Γ1 ≤ Γ2

𝑥∶𝐴𝑚, Γ1 ≤ 𝑥∶𝐴𝑛, Γ2

We are now ready to examine the typing rules in Figure 3.3. Rules (T-True), (T-False) and (T-Var)

type the basic values. The contexts in these rules are scaled by 0, except for the variable being looked up;

thus, constants and variables consume no resources except the variable itself.
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T-True

0Γ ⊢ True∶bool

T-False

0Γ ⊢ False∶bool

T-Var

0Γ, 𝑥∶𝐴1 ⊢ 𝑥∶𝐴

T-Abs
Γ, 𝑥∶𝐴𝑚 ⊢ 𝑀∶𝐶

Γ ⊢ 𝜆𝑥∶𝐴𝑚.𝑀∶𝐴𝑚 → 𝐶

T-Rec
Γ, 𝑓∶(𝐴𝑚 → 𝐵𝑛!𝜇𝑋 .𝐸 [𝑐])𝜔, 𝑥∶𝐴𝑚 ⊢ 𝑀∶𝐵𝑛!𝐸[𝜇𝑋 .𝐸/𝑋] [𝑐]

𝜔Γ ⊢ rec 𝑓 (𝑥∶𝐴𝑚).𝑀∶𝐴𝑚 → 𝐵𝑛!𝜇𝑋 .𝐸 [𝑐]

T-Relax
Γ ⊢ 𝑀∶𝐶 Γ ≤ Γ′

Γ′ ⊢ 𝑀∶𝐶

T-App
Γ1 ⊢ 𝑉∶𝐴𝑚 → 𝐶 Γ2 ⊢ 𝑊∶𝐴 0Γ1 = 0Γ2

Γ1 + 𝑚Γ2 ⊢ 𝑉𝑊∶𝐶

T-Let
Γ1 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] Γ2, 𝑥∶𝐴𝑚 ⊢ 𝑁∶𝐵𝑛!𝐹 [𝑑] 0Γ1 = 0Γ2

Γ1 + 𝑐Γ2 ⊢ let 𝑥𝑚 ← 𝑀 in𝑁∶𝐵𝑛!𝐸 # 𝐹 [𝑐 ⋅ 𝑑]

T-If
Γ1 ⊢ 𝑉∶bool Γ2 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] Γ2 ⊢ 𝑁∶𝐴𝑚!𝐹 [𝑑]

Γ1 + Γ2 ⊢ if 𝑉 then𝑀 else𝑁∶𝐴𝑚!𝐸 ⊕ 𝐹 [𝑐 ⊔ 𝑑]

T-Return
Γ ⊢ 𝑉∶𝐴

𝑚Γ ⊢ return 𝑉𝑚 ∶𝐴𝑚!0 [1]

T-Do
Γ ⊢ 𝑉∶𝐴 𝑃 = 𝐴𝑚 ↠ 𝐵𝑛 [𝑐] 𝐸 = ℓ∶𝑃; 0

𝑚Γ ⊢ (do ℓ 𝑉 )𝑃 ∶𝐵𝑛!𝐸 [𝑐]

T-Handle
ℓ∶𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3] ∈ 𝐸 𝐸′ = handleℓ,𝑘,𝐹(𝐸) Γ1 + 𝜔Γ2 ⊢ 𝐸′ ∶𝑐′

Γ1 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] Γ2, 𝑥∶𝐵
𝑛1
1 , 𝑘∶(𝐵𝑛22 → 𝐴𝑚![𝑘]; 0 [𝑑])𝑛3 ⊢ 𝑁∶𝐴𝑚!𝐹 [𝑓 (𝑑)]

Γ1 + 𝜔Γ2 ⊢ handle𝑀with ℓ 𝑥 𝑘 ↦ 𝑁∶𝐴𝑚!𝐸′ [𝑐′]

Figure 3.3: Typing rules for the core calculus.

Rules (T-Abs) and (T-Rec) type non-recursive and recursive functions respectively. The body of the

function is typedunder a context extendedwith the parameter; (T-Rec) additionally extends the context

with the function’s self-reference, scaled by the unrestrictedmultiplicity𝜔 since the recursive call may be

invoked any number of times. Notably, the effect type of the function body in (T-Rec) has the recursive

type unfolded once. This reflects the fact that the self-reference 𝑓 in the context has effect type 𝜇𝑋 .𝐸, so

any recursive call performs the full recursive sequence of effects. The conclusion folds back: the function

itself is given the type 𝜇𝑋 .𝐸.

Rule (T-Relax) says that if a computation can be given a type under a context, it can be given a type

under a more permissive context.

Rule (T-App) types function application. The function and argument are typed in separate contexts,
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which are then combined by scaling the argument’s context by the function’s parameter multiplicity 𝑚

and adding it to the function’s context.

Rule (T-Let) types sequencing. The bound expression and the body are typed in separate contexts, with

the variable bound at multiplicity 𝑚 in the latter context. The contexts combine by scaling the body’s

context by the bound expression’s control-flow multiplicity 𝑐, reflecting the fact that the body executes

once for each return of the bound expression. Correspondingly, the control-flow multiplicity of the

sequenced computation is the product of the control-flow multiplicities of the bound expression and

the body, and the new effect type is obtained by concatenating the two effect types.

Definition3.3.3 (Effect type concatenation). The concatenationof two effect types𝐸 and 𝐹, written

𝐸 # 𝐹, is defined as follows:

0 # 𝐹 = 𝐹 𝑋 # 𝐹 = 𝑋 (ℓ∶𝑃; 𝐸) # 𝐹 = ℓ∶𝑃; (𝐸 # 𝐹) ([𝑘]; 𝐸) # 𝐹 = [𝑘]; (𝐸 # 𝐹)

(𝐸1 ⊕ 𝐸2) # 𝐹 = (𝐸1 # 𝐹) ⊕ (𝐸2 # 𝐹) (𝜇𝑋 .𝐸) # 𝐹 = 𝜇𝑋 .(𝐸 # 𝐹)

Rule (T-If) types conditionals. The two branches are typed in the same context andmust produce com-

putations of the same value type; the branches’ effect types and control-flowmultiplicities are combined

by nondeterministic choice⊕ and a join ⊔, respectively.

Rule (T-Return) says that a computation returning a value can be given a pure effect type 0 with

control-flow multiplicity 1, while rule (T-Do) says that performing an effect ℓ with presence type 𝑃 in-

duces its control-flowmultiplicity, and has the effect type ℓ∶𝑃; 0.

Rule (T-Handle) is the most involved rule in the system. The premise ℓ ∶ 𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3] ∈ 𝐸 checks

that all occurrences of ℓ in 𝐸 appear with type 𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3] (if ℓ does not occur in 𝐸, this is vacuously

true). When checking the type of the handler body 𝑁, we assign the effect type [𝑘]; 0 with an arbitrary

control-flowmultiplicity 𝑑 to the continuation 𝑘 in the context. Under this context,𝑁 produces an effect

type 𝐹 (which may include [𝑘]s) with a control-flow multiplicity 𝑓 (𝑑), which depends on the concrete

value of 𝑑. We then compute the post-handling effect type via a function handleℓ,𝑘,𝐹(𝐸) and adjust the

control-flowmultiplicity accordingly; we defer the explanations of Γ1+𝜔Γ2 ⊢ 𝐸′ ∶𝑐′ andhandleℓ,𝑘,𝐹(𝐸)

to Sections 3.4 and 3.5, respectively. We adopt a conservative scaling of Γ2 by 𝜔, since the handler can be

invoked an arbitrary number of times, each with a different control-flowmultiplicity.
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Remark. Our behavioural effect type system is an instance of effect quantales, a general algebraic struc-

ture proposed by Gordon [11] to model a wide range of sequential effect systems. In particular, we can

take⊕ to be their join operation under subtyping (Definition 3.6.2), and # to be their ▷, which forms a

monoid with identity 0. However, they do not address effect handlers.

3.4 Checking control-flow multiplicities

The rules in Figure 3.3 suggest a relationship between effect types and control-flow multiplicities: se-

quencing is multiplication, nondeterminism is join, and recursion is a fixed point under unfolding. We

now make this notion precise with the judgement Γ ⊢ 𝐸 ∶ 𝑐, which says that 𝑐 is a valid control-flow

multiplicity for 𝐸 under the context Γ. The rules are defined coinductively:

M-Nil

Γ ⊢ 0∶1
==========

M-Label

Γ ⊢ 𝐸∶𝑐

Γ ⊢ ℓ∶𝐴𝑚 ↠ 𝐵𝑛 [𝑑]; 𝐸∶𝑑 ⋅ 𝑐
===================================

M-Cont

Γ, 𝑘∶(𝐴𝑛1 → 𝐵𝑛2 ![𝑘]; 0 [𝑑])𝑛3 ⊢ 𝐸∶𝑐

Γ, 𝑘∶(𝐴𝑛1 → 𝐵𝑛2 ![𝑘]; 0 [𝑑])𝑛3 ⊢ [𝑘]; 𝐸∶𝑑 ⋅ 𝑐
=====================================================

M-Nondet

Γ ⊢ 𝐸∶𝑐 Γ ⊢ 𝐹∶𝑑

Γ ⊢ 𝐸 ⊕ 𝐹∶𝑐 ⊔ 𝑑
===========================

M-Rec

Γ ⊢ 𝐸[𝜇𝑋 .𝐸/𝑋]∶𝑐

Γ ⊢ 𝜇𝑋 .𝐸∶𝑐
=======================

The only interesting rules are (M-Cont) and (M-Rec). Rule (M-Cont) looks up the multiplicity of

a continuation variable in the context, since [𝑘] represents a use of the continuation 𝑘; rule (M-Rec)

relates the multiplicity of a recursive type to that of its one-step unfolding.

Existence of control-flow multiplicities. For any recursive effect type 𝜇𝑋 .𝐸, either:

(i) 𝑋 does not occur in 𝐸, in which case a control-flowmultiplicity of 𝐸 is also one for 𝜇𝑋 .𝐸; or

(ii) 𝑋 only occurs in 𝐸 under prefixes whose multiplicities are 0, in which case a control-flow multi-

plicity of 𝐸[0/𝑋] is also one for 𝜇𝑋 .𝐸; or

(iii) 𝜔 is a valid control-flowmultiplicity for 𝜇𝑋 .𝐸.

It follows that, provided the context Γ includes a multiplicity for every continuation variable appearing

in 𝐸, one can always derive a control-flow multiplicity for any closed effect type 𝐸. In fact, the interval

multiplicities used in Tyme always have a least one, because the resource algebra is chain-complete. This

is the control-flowmultiplicity inferred by Tyme.



chapter 3: core calculus 27

3.5 Handling behavioural effect types

In the previous section, we used the function handleℓ,𝑘,𝐹(𝐸) to derive the effect type of the handler

handle 𝑀 with ℓ 𝑥 𝑘 ↦ 𝑁 , where 𝑀 and 𝑁 have effect types 𝐸 and 𝐹, respectively. We now define

this by induction on 𝐸.

The cases for 0 and ℓ′ ∶𝑃; 𝐸 (with ℓ ≠ ℓ′) are straightforward.

handleℓ,𝑘,𝐹(0) = 0 handleℓ,𝑘,𝐹(ℓ′ ∶𝑃; 𝐸) = ℓ′ ∶𝑃; handleℓ,𝑘,𝐹(𝐸)

Handling a pure computation returns a pure computation, and if a computation performs an effect not

handled by the current handler, we simply pass through the invocation.

Importantly,handleℓ,𝑘,𝐹([𝑘]; 𝐸) is notdefined. This is equivalent toplacing the following restriction:

Restriction 3.5.1. Handlers cannot handle computations with continuation resumptions.

This is because, in general, resumptions may perform effects; however, the effect type of the handler

loses information onwhether effects performedby continuations should be handled, and if so, how. This

restriction ismodest in practice andmost useful effect handlers satisfy it, including the usual handlers for

exceptions, I/O, state, transactions, andnondeterminism [5, 18, 26, 27, 36, 37]. Anotable exception is an

implementation of backtracking given in [27], which recovers from branch failure by installing a fresh

handler around a resumption. However, alternative implementations [40] without this pattern exist.

This restriction is related to scoped resumptions [40], though their check is dynamic, not static.

Now suppose that a computation performs an effect handled by its surrounding handler. Recall the

reduction rule (E-Op):

ℓ ∉ bl(E) 𝑃 = 𝐴𝑚 ↠ 𝐵𝑛[𝑐] 𝐻 = ℓ 𝑥 𝑘 ↦ 𝑁

handle E[(do ℓ 𝑉 )𝑃]with𝐻 ⟶ 𝑁[𝑉/𝑥, (𝜆𝑦∶𝐵𝑛.handle E[return 𝑦𝑛]with𝐻)/𝑘]

This rule tells us that we reduce to the handler body, but with continuation calls replaced with the re-

sumed computation. We reflect this reduction rule in our handling of ℓ∶𝑃; 𝐸.

handleℓ,𝑘,𝐹(ℓ∶𝑃; 𝐸) = 𝐹[handleℓ,𝑘,𝐹(𝐸)/𝑘]
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Here, 𝐹[𝐸/𝑘] is continuation substitution, which substitutes every occurrence of [𝑘] in 𝐹with 𝐸.

0[𝐸/𝑘] = 0 𝑋[𝐸/𝑘] = 𝑋 (ℓ∶𝑃; 𝐹 )[𝐸/𝑘] = ℓ∶𝑃; 𝐹 [𝐸/𝑘] ([𝑘]; 𝐹 )[𝐸/𝑘] = 𝐸 # 𝐹[𝐸/𝑘]

([𝑘′]; 𝐹 )[𝐸/𝑘] = [𝑘′]; 𝐹 [𝐸/𝑘] (when 𝑘 ≠ 𝑘′) (𝜇𝑋 .𝐹)[𝐸/𝑘] = 𝜇𝑋 .𝐹[𝐸/𝑘]

Handling recursion is, unfortunately, trickier. We make an observation about the expressivity of be-

havioural effect types:

Proposition 3.5.2. Define the language generated by an effect type to be the set of possible finite effect

invocation sequences it can describe. Then, effect types can generate exactly the regular languages.

Proof. There is a straightforward language-preserving translation frombehavioural effect types to right-

regular context-free grammars, and vice versa.

Wemake the notion of effect sequences precise in Section 3.6. This proposition tells us that behavioural

effect types, like other behavioural types, enjoy nice properties: determining language equivalence and

inclusion are both decidable. However, the below example highlights a problem.

Example 3.5.3. Consider the following Tyme program:

effect a [0..] = A : unit -> unit;;

effect b [0..] = B : unit -> unit;;

effect c [0..] = C : unit -> unit;;

effect d [0..] = D : unit -> unit;;

let f (x : int) : unit!X. (a; X) (+) b =

if x > 0 then

let _ = do A () in

f (x - 1)

else

do B ()

;;

let g (x : int) : unit!E =

handle f x with

| A, k ->

let _ = do C () in

let _ = resume k () in

do D ()

;;

What should E, the effect type of g x, be? If x ≤ 0, then g x simply performs b; if x = 1, then g 1

performs c; b; d. In general, for x ≥ 0, the sequence of effects performed is c𝑥bd𝑥. But a simple
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application of the pumping lemma [28] tells us that {𝑐𝑛𝑏𝑑𝑛 | 𝑛 ∈ N} is not a regular language!

A consequence is that behavioural effect types, in general, are not closed under handling. For now, we

impose the following restriction.

Restriction 3.5.4. When a handler is applied to a computation with a recursive effect type, the

handler’s arms must invoke their continuations only in tail position: every [𝑘] in the handler’s effect

type 𝐹must be immediately followed by 0.

Under this restriction, the missing definitions are

handleℓ,𝑘,𝐹(𝑋) = 𝑋 , handleℓ,𝑘,𝐹(𝜇𝑋 .𝐸) = 𝜇𝑋 .handleℓ,𝑘,𝐹(𝐸).

We discuss how we might lift this restriction in Chapter 4.

3.6 Metatheory

In this section,weprove the soundness of our type system throughprogress andpreservation. Informally,

progress states that if 0Γ ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑛], then either𝑀 ⟶ 𝑁, or𝑀 = return 𝑉𝑚, or𝑀 = E[do ℓ 𝑉 ]

where 𝐸 can perform ℓ; preservation states that if Γ ⊢ 𝑀 ∶ 𝐴𝑚!𝐸 [𝑛] and 𝑀 ⟶ 𝑁, then Γ ⊢ 𝑁 ∶

𝐴𝑚!𝐸′ [𝑛′], where 𝑛′ ≤ 𝑛 and𝐸′ has fewer options than𝐸. Let us nowmake these notions precise.

Firstly,what does itmean for an effect type to perform an effect? The answer is that they can reduce.

Definition 3.6.1 (Labelled transition system for effect types). The reduction relation 𝐸
𝛼
−⟶ 𝐸′,

where 𝛼 = ℓ∶𝑃 or [𝑘], is defined by the following rules.

L-Label

ℓ∶𝑃; 𝐸
ℓ∶𝑃
−−⟶ 𝐸

L-Cont

[𝑘]; 𝐸
[𝑘]
−⟶ 𝐸

L-Nondet-L

𝐸
𝛼
−⟶ 𝐸′

𝐸 ⊕ 𝐹
𝛼
−⟶ 𝐸′

L-Nondet-R

𝐹
𝛼
−⟶ 𝐹 ′

𝐸 ⊕ 𝐹
𝛼
−⟶ 𝐹 ′

L-Rec

𝐸[𝜇𝑋 .𝐸/𝑋]
𝛼
−⟶ 𝐹

𝜇𝑋.𝐸
𝛼
−⟶ 𝐹

Rules (L-Label) and (L-Cont) expose the head operation of an effect type (either an effect invocation

or a continuation use) as a transition. (L-Nondet-L) and (L-Nondet-R) lift transitions through non-

deterministic choice: any transition available in either branch is available in the choice. (L-Rec) unfolds

a recursive type once and lifts transitions from the unfolding.
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Next, when does an effect type 𝐸 have “fewer traces” compared to a different effect type 𝐸′? The reduc-

tion rules above offer an answer: any sequence of reductions performed by 𝐸 should also be available in

𝐸′. We formalise this notion through a subtyping relation 𝐸 ⩽ 𝐸′.

Definition 3.6.2 (Effect subtyping). The subtyping relation ⩽ between (closed) effect types is de-

fined by the following rules.

S-Nil

0 ⩽ 0

S-Label

𝐸 ⩽ 𝐸′

ℓ∶𝑃; 𝐸 ⩽ ℓ∶𝑃; 𝐸′

S-Cont

𝐸 ⩽ 𝐸′

[𝑘]; 𝐸 ⩽ [𝑘]; 𝐸′

S-Nondet-Base

𝐸 ⩽ 𝐸 ⊕ 𝐹

S-Nondet-Cong

𝐸 ⩽ 𝐸′ 𝐹 ⩽ 𝐹 ′

𝐸 ⊕ 𝐹 ⩽ 𝐸′ ⊕ 𝐹 ′

S-Rec

𝐸 ⩽ 𝐹

𝜇𝑋 .𝐸 ⩽ 𝜇𝑋 .𝐹

S-Unfold

𝐸[𝜇𝑋 .𝐸/𝑋] ⩽ 𝜇𝑋 .𝐸

If 𝐸 ⩽ 𝐸′, we say that 𝐸 is a subtype of 𝐸′, and 𝐸′ is a supertype of 𝐸.

The important rule is (S-Nondet-Base), which says that a supertype can have more nondeterministic

choices compared to its subtype. As we might expect, concatenation and substitution are monotonic

with respect to ⩽.

Lemma 3.6.3.

(i) If 𝐸 ⩽ 𝐸′ and 𝐹 ⩽ 𝐹 ′, then 𝐸 # 𝐹 ⩽ 𝐸′ # 𝐹 ′.

(ii) If 𝐸 ⩽ 𝐸′ and 𝐹 ⩽ 𝐹 ′, then 𝐸[𝐹/𝑋] ⩽ 𝐸′[𝐹 ′/𝑋].

(iii) If 𝐸 ⩽ 𝐸′ and 𝐹 ⩽ 𝐹 ′, then 𝐸[𝐹/𝑘] ⩽ 𝐸′[𝐹 ′/𝑘].

Proof. All by induction on the derivation of 𝐸 ⩽ 𝐸′.

The following result says that subtyping is sensible, in the sense that supertypes simulate subtypes.

Lemma 3.6.4. If 𝐸 ⩽ 𝐸′ and 𝐸
𝛼
−⟶ 𝐹, then there exists 𝐹 ′ such that 𝐸′

𝛼
−⟶ 𝐹 ′ and 𝐹 ⩽ 𝐹 ′.

Proof. By induction on the derivation of 𝐸
𝛼
−⟶ 𝐹. The only interesting case is (L-Rec). Suppose

𝜇𝑋 .𝐸
𝛼
−⟶ 𝐹 and 𝜇𝑋 .𝐸 ⩽ 𝜇𝑋 .𝐸′. Then 𝐸[𝜇𝑋 .𝐸/𝑋]

𝛼
−⟶ 𝐹 and 𝐸 ⩽ 𝐸′ by the premises of (L-Rec) and

(S-Rec), respectively. But 𝐸[𝜇𝑋 .𝐸/𝑋] ⩽ 𝐸′[𝜇𝑋 .𝐸′/𝑋] by Lemma 3.6.3(ii), so by IH, there exists 𝐹 ′

such that 𝐸′[𝜇𝑋 .𝐸′/𝑋]
𝛼
−⟶ 𝐹 ′ and 𝐹 ⩽ 𝐹 ′. We apply (L-Rec) to conclude 𝜇𝑋 .𝐸′

𝛼
−⟶ 𝐹 ′.
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With these definitions, we are ready to start the proof for progress.

Assumption. Throughout this section, we assume theBarendregt convention [4]: that all bound variable

and continuation names are distinct. If any names clash, we silently 𝛼-convert.

An important result to have is the monotonicity of handleℓ,𝑘,𝐹(⋅) with respect to subtyping. To show

this, we need a result that relies on Restriction 3.5.4; the proof is a routine induction on 𝐸.

Lemma 3.6.5. Let 𝐸 be an effect type, 𝐸′ a closed effect type, and 𝐹 an effect type such that [𝑘] only

appears in tail position. Then,

handleℓ,𝑘,𝐹(𝐸[𝐸′/𝑋]) = handleℓ,𝑘,𝐹(𝐸)[handleℓ,𝑘,𝐹(𝐸′)/𝑋].

Lemma 3.6.6. If 𝐸 ⩽ 𝐸′, then handleℓ,𝑘,𝐹(𝐸) ⩽ handleℓ,𝑘,𝐹(𝐸′).

Proof. By induction on the derivation of 𝐸 ⩽ 𝐸′. Most cases are straightforward; the only tricky case

is (S-Unfold). If 𝐸[𝜇𝑋 .𝐸/𝑋] ⩽ 𝜇𝑋 .𝐸:

handleℓ,𝑘,𝐹(𝐸[𝜇𝑋 .𝐸/𝑋])

= handleℓ,𝑘,𝐹(𝐸)[handleℓ,𝑘,𝐹(𝜇𝑋 .𝐸)/𝑋] by Lemma 3.6.5, since 𝐸[𝜇𝑋 .𝐸/𝑋] is recursive

= handleℓ,𝑘,𝐹(𝐸)[𝜇𝑋 .handleℓ,𝑘,𝐹(𝐸)/𝑋] by definition

⩽ 𝜇𝑋 .handleℓ,𝑘,𝐹(𝐸) by (S-Unfold)

= handleℓ,𝑘,𝐹(𝜇𝑋 .𝐸). by definition

With monotonicity of handleℓ,𝑘,𝐹(⋅) in hand, let us state and prove progress.

Notation 3.6.7. We write 𝐸
𝛼
−⟶ if there exists 𝐸′ such that 𝐸

𝛼
−⟶ 𝐸′, and 𝐸 ⟶ 𝐸′ if there exists 𝛼

such that 𝐸
𝛼
−⟶ 𝐸′. Moreover, we write 𝐸 Y⟶ if there is no 𝐸′ such that 𝐸 ⟶ 𝐸′.

Definition 3.6.8 (Computation normal forms). A computation𝑀 is in normal formwith respect

to 𝐸 and𝑚 if either𝑀 = return 𝑉𝑚, or𝑀 = E[(do ℓ 𝑉 )𝑃]where ℓ ∉ bl(E) and 𝐸 ℓ∶𝑃
−−⟶.
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Lemma 3.6.9. If 𝐸
ℓ∶𝑃
−⟶ 𝐸′, then 𝐸 # 𝐹

ℓ∶𝑃
−⟶ 𝐸′ # 𝐹.

Proof. By induction on the derivation of 𝐸
ℓ∶𝑃
−⟶ 𝐸′.

Lemma 3.6.10. If𝑀 is in normal form with respect to 𝐸 and 𝑚, it is also in normal form with respect

to 𝐸 # 𝐹 and𝑚.

Proof. If 𝑀 = return 𝑉𝑚, then we are done. Otherwise, 𝑀 = E[(do ℓ 𝑉 )𝑃] where ℓ ∉ bl(E) and

𝐸
ℓ∶𝑃
−⟶, so Lemma 3.6.9 applies.

Lemma 3.6.11. If 𝐸
ℓ′∶𝑃
−−⟶ 𝐸′, then handleℓ,𝑘,𝐹(𝐸)

ℓ′∶𝑃
−−⟶ handleℓ,𝑘,𝐹(𝐸′).

Proof. By induction on the derivation of 𝐸
ℓ′∶𝑃
−−⟶ 𝐸′. Case (L-Rec) is nearly identical to the proof of

Lemma 3.6.6.

Lemma 3.6.12 (Canonical forms).

(i) If 0Γ ⊢ 𝑉∶𝐴𝑚 → 𝐵𝑛!𝐸 [𝑐], then 𝑉 = 𝜆𝑥∶𝐴𝑚.𝑀 or rec 𝑓 (𝑥∶𝐴𝑚).𝑀.

(ii) If 0Γ ⊢ 𝑉∶bool, then 𝑉 = True or False.

Proof. By inspection of the typing rules.

Theorem 3.6.13 (Progress). If 0Γ ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑛], then either there exists 𝑁 such that𝑀 ⟶ 𝑁 or

𝑀 is in a normal form with respect to 𝐸 and𝑚.

Proof. By induction on the derivation of 0Γ ⊢ 𝑀∶𝐴𝑚!𝐸 (throughout this proof, we omit control flow

multiplicities for brevity).

Case (T-Relax). Follows immediately from the induction hypothesis.

Case (T-App).

0Γ ⊢ 𝑉∶𝐴𝑚 → 𝐵𝑛!𝐸 0Γ ⊢ 𝑊∶𝐴

0Γ ⊢ 𝑉𝑊∶𝐵𝑛!𝐸

By Lemma 3.6.12, 𝑉 must be of form 𝜆𝑥 ∶ 𝐴𝑚.𝑀 or rec 𝑓 (𝑥 ∶ 𝐴𝑚).𝑀, so we apply (E-App) or

(E-Rec), respectively.
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Case (T-Let).

0Γ ⊢ 𝑀∶𝐴𝑚!𝐸 0Γ, 𝑥∶𝐴𝑚 ⊢ 𝑁∶𝐵𝑛!𝐹

0Γ ⊢ let 𝑥𝑚 ← 𝑀 in𝑁∶𝐵𝑛!𝐸 # 𝐹

If𝑀 = return 𝑉𝑚, then apply (E-Let). Otherwise, if𝑀 ⟶ 𝑀′, apply (E-Lift); if not,𝑀must

be in normal form with respect to 𝐸 and𝑚 by IH, so it is also in normal form with respect to 𝐸 # 𝐹

and𝑚 by Lemma 3.6.10. Since𝑀 is not return 𝑉𝑚, we must have𝑀 = E[(do ℓ 𝑉 )𝑃] with 𝐸
ℓ∶𝑃
−⟶

and ℓ ∉ bl(E), and so let 𝑥𝑚 ← 𝑀 in 𝑁 is also of form E′[(do ℓ 𝑉 )𝑃] with ℓ ∉ bl(E′). Hence,

let 𝑥𝑚 ← 𝑀 in𝑁 is in normal form with respect to 𝐸 # 𝐹 and 𝑛.

Case (T-If).

0Γ ⊢ 𝑉∶bool 0Γ ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] 0Γ ⊢ 𝑁∶𝐴𝑚!𝐹 [𝑑]

0Γ ⊢ if 𝑉 then𝑀 else𝑁∶𝐴𝑚!𝐸 ⊕ 𝐹

By Lemma 3.6.12, 𝑉 = True or False, so we apply (E-True) or (E-False), respectively.

Cases (T-Return), (T-Do). Then𝑀 is already in normal form.

Case (T-Handle).

ℓ∶𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3] ∈ 𝐸 𝐸′ = handleℓ,𝑘,𝐹(𝐸)

0Γ ⊢ 𝑀∶𝐴𝑚!𝐸 0Γ, 𝑥∶𝐵𝑛11 , 𝑘∶(𝐵𝑛22 → 𝐴𝑚![𝑘]; 0 [𝑑])𝑛3 ⊢ 𝑁∶𝐴𝑚!𝐹

0Γ ⊢ handle𝑀with ℓ 𝑥 𝑘 ↦ 𝑁∶𝐴𝑚!𝐸′

If𝑀 = E[do ℓ 𝑉 ]with ℓ ∉ bl(E) then apply (E-Op); if𝑀 ⟶ 𝑀′ then apply (E-Lift). Otherwise,

by IH, 𝑀 must be in normal form with respect to 𝐸 and 𝑚. Unpacking the definition of normal

forms,𝑀 = return 𝑉𝑚 or E[(do ℓ′ 𝑉 )𝑃
′
] with ℓ′ ∉ bl(E). In the first case, we apply (E-Ret); in

the second case, apply Lemma 3.6.11.

We now proceed with preservation, starting with a couple of standard results.

Lemma 3.6.14 (Weakening Lemma).

(i) If Γ ⊢ 𝑉∶𝐴, then Γ, 0Γ′ ⊢ 𝑉∶𝐴.

(ii) If Γ ⊢ 𝑀∶𝐶, then Γ, 0Γ′ ⊢ 𝑀∶𝐶.
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Proof. By a routine structural induction on the typing derivations.

Lemma 3.6.15 (Substitution Lemma). Let Γ1 and Γ2 be contexts such that 0Γ1 = 0Γ2. If Γ1, 𝑥∶𝐴𝑚 ⊢

𝑀∶𝐶 and Γ2 ⊢ 𝑉∶𝐴, then Γ1 + 𝑚Γ2 ⊢ 𝑀[𝑉/𝑥]∶𝐶.

Proof. By a routine structural induction on the derivation of Γ, 𝑥∶𝐴𝑚 ⊢ 𝑀∶𝐶.

This crucial lemma states that if we can type an effect invocation, we can split the context to type its

argument and the continuation.

Lemma 3.6.16. Let 𝑃 = 𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3]. If 𝐸
ℓ∶𝑃
−⟶ 𝐸′ and Γ ⊢ E[(do ℓ 𝑉 )𝑃]∶𝐴𝑚!𝐸 with ℓ ∉ bl(E),

then there exists Γ1, Γ2 with Γ ≥ 𝑛1Γ1 + 𝑛3Γ2 such that Γ1 ⊢ 𝑉∶𝐵1 and Γ2, 𝑦∶𝐵
𝑛2
2 ⊢ E[return 𝑦𝑛2]∶

𝐴𝑚!𝐸′.

Proof. By induction on the derivation of Γ ⊢ E[(do ℓ 𝑉 )𝑃]∶𝐴𝑚!𝐸.

Case (T-Relax). Immediate from the induction hypothesis.

Case (T-Do).

Γ1 ⊢ 𝑉∶𝐵1 𝐸 = ℓ∶𝑃; 0

𝑛1Γ1 ⊢ (do ℓ 𝑉 )𝑃 ∶𝐵𝑛22 !𝐸

Thenwe immediately have Γ1 ⊢ 𝑉∶𝐵1 from the premise. Also 𝑦∶𝐵𝑛22 ⊢ return 𝑦𝑛2 ∶𝐵𝑛22 !0 by (T-

Return), so 0Γ1, 𝑦∶𝐵
𝑛2
2 ⊢ return 𝑦𝑛2 ∶𝐵𝑛22 !0 by Lemma 3.6.14. Indeed 𝑛1Γ1 +𝑛3(0Γ1) ≤ 𝑛1Γ1,

and 𝐸
ℓ∶𝑃
−⟶ 0 by (L-Label).

Case (T-Let).

Γ1 ⊢ E′[(do ℓ 𝑉 )𝑃]∶𝐴𝑚!𝐸 [𝑐] Γ2, 𝑥∶𝐴𝑚 ⊢ 𝑁∶𝐵𝑛!𝐹 [𝑑]

Γ1 + 𝑐Γ2 ⊢ let 𝑥𝑚 ← E′[(do ℓ 𝑉 )𝑃] in𝑁∶𝐵𝑛!𝐸 # 𝐹 [𝑐 ⋅ 𝑑]

By Theorem 3.6.13, 𝐸
ℓ∶𝑃
−⟶ 𝐸′. So by applying IH to the first premise, there must exist Γ11, Γ12

such that Γ1 ≥ 𝑛1Γ11 + 𝑛3Γ12, with Γ11 ⊢ 𝑉∶𝐵 and Γ12, 𝑦 ∶ 𝐵
𝑛2
2 ⊢ E′[return 𝑦𝑛2] ∶𝐴𝑛!𝐸′ [𝑐′].

We now apply (T-Let) to the latter to obtain

Γ12, 𝑦∶𝐵
𝑛2
2 + 𝑐′Γ2 ⊢ let 𝑥𝑚 ← E′[return 𝑦𝑛2] in𝑁∶𝐵𝑛!𝐸′ # 𝐹 [𝑐′ ⋅ 𝑑].

Now we check that the conditions hold. By a straightforward induction on E′, we can show that
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𝐸 = ℓ∶𝑃; 𝐸′, and so 𝑐′ ⋅ 𝑛3 = 𝑐. Thus 𝑛1Γ11 + 𝑛3 ⋅ (Γ12 + 𝑐′Γ2) = 𝑛1Γ11 + 𝑛3Γ12 + 𝑐Γ2 ≤ Γ1 + 𝑐Γ2

as required; moreover, 𝐸 # 𝐹
ℓ∶𝑃
−⟶ 𝐸′ # 𝐹 by Lemma 3.6.9.

Case (T-Handle).

ℓ′ ∶𝐶𝑝11 ↠ 𝐶𝑝22 [𝑝3] ∈ 𝐸

Γ1 ⊢ E′[(do ℓ 𝑉 )𝑃]∶𝐴𝑚!𝐸 Γ2, 𝑥∶𝐶
𝑝1
1 , 𝑘∶(𝐶𝑝22 → 𝐴𝑚![𝑘]; 0)𝑝3 ⊢ 𝑁∶𝐴𝑚!𝐹

Γ1 + 𝜔Γ2 ⊢ handle E′[(do ℓ 𝑉 )𝑃]with ℓ′ 𝑥 𝑘 ↦ 𝑁∶𝐴𝑚!handleℓ′,𝑘,𝐹(𝐸)

By Theorem 3.6.13, 𝐸
ℓ∶𝑃
−⟶ 𝐸′. So by IH, there exists Γ11, Γ12 such that Γ1 ≥ 𝑛1Γ11 + 𝑛3Γ12, with

Γ11 ⊢ 𝑉∶𝐵 and Γ12, 𝑦∶𝐵
𝑛2
2 ⊢ E′[(return 𝑦𝑛2)]∶𝐴𝑛!𝐸′. Applying (T-Handle) to the latter,

Γ12, 𝑦∶𝐵
𝑛2
2 + 𝜔Γ2 ⊢ handle E′[return 𝑦𝑛2]with ℓ′ 𝑥 𝑘 ↦ 𝑁∶𝐴𝑛!handleℓ′,𝑘,𝐹(𝐸′).

We check that the conditions hold. Firstly, 𝑛1Γ11 + 𝑛3(Γ12 + 𝜔Γ2) ≤ Γ1 + 𝜔Γ2 as required. Also,

handleℓ′,𝑘,𝐹(𝐸)
ℓ∶𝑃
−⟶ handleℓ′,𝑘,𝐹(𝐸′) by Lemma 3.6.9.

A result we nowneed to show is that if we can type a computationwith the continuation 𝑘 in the context

Γ having the effect type [𝑘]; 0, then replacing with a concrete effect type 𝐹 substitutes all instances of [𝑘]

in the new type. We first extend continuation substitution to value and computation types:

bool[𝐹/𝑘] = bool (𝐴𝑚 → 𝐶)[𝐹/𝑘] = (𝐴[𝐹/𝑘])𝑚 → 𝐶[𝐹/𝑘]

(𝐴𝑚!𝐸 [𝑐])[𝐹/𝑘] = (𝐴[𝐹/𝑘])𝑚!(𝐸[𝐹/𝑘]) [𝑐]

We additionally need the following small results, which can all be shown by routine induction.

Lemma 3.6.17. (𝐸 # 𝐸′)[𝐹/𝑘] = 𝐸[𝐹/𝑘] # 𝐸′[𝐹/𝑘].

Lemma 3.6.18. If 𝑘 ≠ 𝑘′ and [𝑘] ∉ 𝐹 ′, 𝐸[𝐹/𝑘][𝐹 ′/𝑘′] = 𝐸[𝐹 ′/𝑘′][𝐹 [𝐹 ′/𝑘′]/𝑘].

Lemma 3.6.19. If ℓ ∉ 𝐸, handleℓ,𝑘,𝐹(𝐸 # 𝐸′) = 𝐸 # handleℓ,𝑘,𝐹(𝐸′).

Lemma 3.6.20. If 𝑘 ≠ 𝑘′ and [𝑘] ∉ 𝐸′, handleℓ,𝑘,𝐹(𝐸)[𝐸′/𝑘′] = handleℓ,𝑘,𝐹 [𝐸′/𝑘′](𝐸).

With these, we can prove the handler instantiation lemma:
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Lemma 3.6.21 (Handler Instantiation). If Γ, 𝑘 ∶ (𝐴𝑚1
1 → 𝐴𝑚2

2 ![𝑘]; 0 [𝑐])𝑚3 ⊢ 𝑀∶𝐵𝑛!𝐸 [𝑑] and𝑀

does not handle 𝑘, then Γ, 𝑘∶(𝐴𝑚1
1 → 𝐴𝑚2

2 !𝐹 [𝑐])𝑚3 ⊢ 𝑀∶(𝐵𝑛!𝐸 [𝑑])[𝐹/𝑘].

Proof. By a mostly straightforward induction on the first typing derivation. We will write the type of

𝑘 just with its effect type and control flowmultiplicity for conciseness. The interesting cases are:

Case (T-Let).

Γ1, 𝑘∶([𝑘]; 0 [𝑐′])𝑚31 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] Γ2, 𝑘∶([𝑘]; 0 [𝑐′])𝑚32 , 𝑥∶𝐴𝑚 ⊢ 𝑁∶𝐵𝑛!𝐹 [𝑑]

(Γ1 + 𝑐Γ2), 𝑘∶([𝑘]; 0 [𝑐′])𝑚3 ⊢ let 𝑥𝑚 ← 𝑀 in𝑁∶𝐵𝑛!𝐸 # 𝐹 [𝑐 ⋅ 𝑑]

Note we have 𝑚31 + 𝑐 ⋅ 𝑚32 = 𝑚3. By applying the IH, we have that Γ1, 𝑘 ∶ (𝐸′ [𝑐′])𝑚31 ⊢ 𝑀 ∶

(𝐴𝑚!𝐸)[𝐸′/𝑘] [𝑐] and Γ2, 𝑘∶(𝐸 [𝑐′])𝑚31 , 𝑥∶𝐴𝑚 ⊢ 𝑁∶(𝐵𝑛!𝐹 )[𝐸′/𝑘] [𝑑]. Applying (T-Let) gives

(Γ1 + 𝑐Γ2), 𝑘∶(𝐸 [𝑐′])𝑚3 ⊢ let 𝑥𝑚 ← 𝑀 in𝑁∶𝐵𝑛[𝐸′/𝑘]!𝐸[𝐸′/𝑘] # 𝐹[𝐸′/𝑘] [𝑐 ⋅ 𝑑].

But 𝐸[𝐸′/𝑘] #𝐹[𝐸′/𝑘] = (𝐸 #𝐹)[𝐸′/𝑘] by Lemma 3.6.17; hence the type is (𝐵𝑛!𝐸 #𝐹 [𝑐 ⋅ 𝑑])[𝐸′/𝑘].

Case (T-Handle).

ℓ∶𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3] ∈ 𝐸 Γ1, 𝑘∶([𝑘]; 0 [𝑐])0 ⊢ 𝑀∶𝐴𝑚!𝐸

Γ2, 𝑘∶([𝑘]; 0 [𝑐])𝑚31 , 𝑥∶𝐵𝑛11 , 𝑘′ ∶(𝐵𝑛22 → 𝐴𝑚![𝑘′]; 0)𝑛3 ⊢ 𝑁∶𝐴𝑚!𝐸′

(Γ1 + 𝜔Γ2), 𝑘∶([𝑘]; 0 [𝑐])𝑚3 ⊢ handle𝑀with ℓ 𝑥 𝑘′ ↦ 𝑁∶𝐴𝑚!handleℓ,𝑘′,𝐸′(𝐸)

Themultiplicity of 𝑘 in𝑀 is 0 by premise, and we have 𝜔 ⋅ 𝑚31 = 𝑚3. By the induction hypothesis,

we getΓ1, 𝑘∶(𝐹 [𝑐])0 ⊢ 𝑀∶𝐴𝑚!𝐸[𝐹/𝑘] andΓ2, 𝑘∶(𝐹 [𝑐])𝑚31 , 𝑥∶𝐵𝑛11 , 𝑘′ ∶(𝐵𝑛22 → 𝐴𝑚![𝑘′]; 0)𝑛3 ⊢

𝑁∶𝐴𝑚!𝐸′[𝐹/𝑘]. Noting that 𝐸[𝐹/𝑘] = 𝐸 by the premise, applying (T-Handle) gives

(Γ1 + 𝜔Γ2), 𝑘∶(𝐹 [𝑐])𝑚3 ⊢ handle𝑀with ℓ 𝑥 𝑘′ ↦ 𝑁∶𝐴𝑚!handleℓ,𝑘′,𝐸′[𝐹/𝑘](𝐸).

We have [𝑘′] ∉ 𝐹 by the assumption that all continuation names are distinct, so we can apply

Lemma 3.6.20 to get handleℓ,𝑘′,𝐸′[𝐹/𝑘](𝐸) = handleℓ,𝑘′,𝐹(𝐸)[𝐹/𝑘].

With handler instantiation, we can finally prove preservation.
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Theorem 3.6.22 (Preservation). If Γ ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑛] and𝑀 ⟶ 𝑁, then there exists 𝐸′ and 𝑛′ such

that 𝐸′ ⩽ 𝐸, 𝑛′ ≤ 𝑛 and Γ ⊢ 𝑁∶𝐴𝑚!𝐸′ [𝑛′].

Proof. By induction on the derivation of Γ ⊢ 𝑀 ∶ 𝐴𝑚!𝐸 [𝑛]. We will occasionally omit control flow

multiplicities where not relevant.

Case (T-Relax). Immediate by the induction hypothesis.

Case (T-App).

Γ1 ⊢ 𝑉∶𝐴𝑚 → 𝐶 Γ2 ⊢ 𝑊∶𝐴 0Γ1 = 0Γ2

Γ1 + 𝑚Γ2 ⊢ 𝑉𝑊∶𝐶

By inspection of the typing rules, either 𝑉 = 𝜆𝑥 ∶ 𝐴𝑚.𝑀 and (𝜆𝑥 ∶ 𝐴𝑚.𝑀)𝑊 ⟶ 𝑀[𝑊/𝑥] by

(E-App), or 𝑉 = rec 𝑓 (𝑥 ∶𝐴𝑚).𝑀 and (rec 𝑓 (𝑥 ∶𝐴𝑚).𝑀)𝑊 ⟶ 𝑀[𝑉/𝑥, rec 𝑓 (𝑥 ∶𝐴𝑚).𝑀/𝑓 ]

by (E-Rec). We consider these cases separately.

Subcase (E-App). Then by inversion of the first premise, Γ1, 𝑥 ∶ 𝐴𝑚 ⊢ 𝑀 ∶ 𝐶. It follows that

Γ1 + 𝑚Γ2 ⊢ 𝑀[𝑊/𝑥]∶𝐶 by Lemma 3.6.15.

Subcase (E-Rec). Then by inversion of the first premise, Γ′1, 𝑓 ∶ (𝐴𝑚 → 𝐵𝑛!𝜇𝑋 .𝐸)𝜔, 𝑥 ∶ 𝐴𝑚 ⊢

𝑀∶𝐸[𝜇𝑋 .𝐸/𝑋], where Γ1 = 𝜔Γ′1 and 𝐶 = 𝐵𝑛!𝜇𝑋 .𝐸. By Lemma 3.6.15, we have Γ′1 + Γ2, 𝑓∶

(𝐴𝑚 → 𝐵𝑛!𝜇𝑋 .𝐸)𝜔 ⊢ 𝑀[𝑉/𝑥]∶𝐵𝑛!𝐸[𝜇𝑋 .𝐸/𝑋]. Applying Lemma 3.6.15 to this againwith

the first premise gives Γ1 + 𝜔(Γ′1 + Γ2) ⊢ 𝑀[𝑉/𝑥, rec 𝑓 (𝑥∶𝐴𝑚).𝑀/𝑓 ]∶𝐵𝑛!𝐸[𝜇𝑋 .𝐸/𝑋] ≤

𝜇𝑋 .𝐸, and Γ1 + 𝜔(Γ′1 + Γ2) = 𝜔Γ1 = Γ1 + Γ2.

Case (T-Let).

Γ1 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] Γ2, 𝑥∶𝐴𝑚 ⊢ 𝑁∶𝐵𝑛!𝐹 [𝑑]

Γ1 + 𝑐Γ2 ⊢ let 𝑥𝑚 ← 𝑀 in𝑁∶𝐵𝑛!𝐸 # 𝐹 [𝑐 ⋅ 𝑑]

By case analysis on the last rule used by the reduction.

Subcase (E-Lift). Then 𝑀 ⟶ 𝑀′. Applying the IH on the first premise gives Γ1 ⊢ 𝑀′ ∶

𝐴𝑚!𝐸′ [𝑐′]with 𝐸′ ⩽ 𝐸 and 𝑐′ ≤ 𝑐. Applying (T-Let) gives Γ1 + 𝑐Γ2 ⊢ let 𝑥𝑚 ← 𝑀′ in𝑁∶

𝐵𝑛!𝐸′ # 𝐹 [𝑐′ ⋅ 𝑑]. But 𝐸′ # 𝐹 ⩽ 𝐸 # 𝐹 by Lemma 3.6.3(i), and 𝑐′ ⋅ 𝑑 ≤ 𝑐 ⋅ 𝑑 by the resource

algebra laws.
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Subcase (E-Let). Then 𝑀 = return 𝑉𝑚, 𝐸 = 0 and 𝑐 = 1. Inversion on the first premise gives

Γ′1 ⊢ 𝑉 ∶ 𝐴 where Γ1 = 𝑚Γ′1. So applying Lemma 3.6.15 gives 𝑚Γ′1 + Γ2 = Γ1 + 𝑐Γ2 ⊢

𝑁[𝑉/𝑥]∶𝐵𝑛!𝐹, and 𝐹 = 0 # 𝐹 = 𝐸 # 𝐹.

Case (T-If).

Γ1 ⊢ 𝑉∶bool Γ2 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] Γ2 ⊢ 𝑁∶𝐴𝑚!𝐹 [𝑑]

Γ1 + Γ2 ⊢ if 𝑉 then𝑀 else𝑁∶𝐴𝑚!𝐸 ⊕ 𝐹 [𝑐 ⊔ 𝑑]

Then 𝑉 = True or False, and reduces via (E-True) or (E-False). Suppose 𝑉 = True. Inversion

on the first premise gives Γ1 = 0Γ2, so indeed Γ1 + Γ2 = 0Γ2 + Γ2 = Γ2 ⊢ 𝑀 ∶𝐴𝑚!𝐸 [𝑐]. Then

𝐸 ⩽ 𝐸 ⊕ 𝐹 by (S-Nondet-Base), and 𝑐 ≤ 𝑐 ⊔ 𝑑 by the definition of joins. The case for (E-False)

is analogous.

Cases (T-Return), (T-Do). Then𝑀 cannot reduce.

Case (T-Handle).

ℓ∶𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3] ∈ 𝐸 𝐸′ = handleℓ,𝑘,𝐹(𝐸)

Γ1 ⊢ 𝑀∶𝐴𝑚!𝐸 Γ2, 𝑥∶𝐵
𝑛1
1 , 𝑘∶(𝐵𝑛22 → 𝐴𝑚![𝑘]; 0)𝑛3 ⊢ 𝑁∶𝐴𝑚!𝐹

Γ1 + 𝜔Γ2 ⊢ handle𝑀with ℓ 𝑥 𝑘 ↦ 𝑁∶𝐴𝑚!𝐸′

We perform case analysis on the last rule used for reduction.

Subcase (E-Lift). Then𝑀 ⟶ 𝑀′. Applying IH on the first premise gives Γ1 ⊢ 𝑀′ ∶𝐴𝑚!𝐺with

𝐺 ⩽ 𝐸, so applying (T-Handle) gives Γ1 + 𝜔Γ2 ⊢ handle 𝑀 with ℓ 𝑥 𝑘 ↦ 𝑁 ∶ 𝐴𝑚!𝐺′

where 𝐺′ = handleℓ,𝑘,𝐹(𝐺). But 𝐺′ ⩽ 𝐸′ by Lemma 3.6.6.

Subcase (E-Ret). Then𝑀 = return 𝑉𝑚 and 𝐸 = 0. So Γ1 ⊢ 𝑀 ∶𝐴𝑚!0, and thus Γ1 + 𝜔Γ2 ⊢

𝑀∶𝐴𝑚!0 by Lemma 3.6.14 followed by (T-Relax).

Subcase (E-Op). Then 𝑀 = E[(do ℓ 𝑉 )𝑃], with ℓ ∉ bl(E) and 𝑃 = 𝐵𝑛11 ↠ 𝐵𝑛22 [𝑛3]. By The-

orem 3.6.13, 𝐸
ℓ∶𝑃
−⟶ 𝐺. So by Lemma 3.6.16, there exists contexts Γ11 and Γ12 such that

Γ1 ≥ 𝑛1Γ11 + 𝑛3Γ12, and

(1) Γ11 ⊢ 𝑉∶𝐵1 (2) Γ12, 𝑦∶𝐵
𝑛2
2 ⊢ E[return 𝑦𝑛2]∶𝐴𝑚!𝐺.
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Applying Lemma 3.6.15 with (1), we obtain

(3) 𝑛1Γ11 + Γ2, 𝑘∶(𝐵
𝑛2
2 → 𝐴𝑚![𝑘]; 0)𝑛3 ⊢ 𝑁[𝑉/𝑥]∶𝐴𝑚!𝐹 .

We apply Lemma 3.6.21 to this to determine that

𝑛1Γ11 + Γ2, 𝑘∶(𝐵
𝑛2
2 → 𝐴𝑚!𝐺′)𝑛3 ⊢ 𝑁[𝑉/𝑥]∶(𝐴𝑚!𝐹 )[𝐺′/𝑘] = 𝐴𝑚!𝐹 [𝐺′/𝑘]

where 𝐺′ = handleℓ,𝑘,𝐹(𝐺), using the assumption that 𝑁 does not handle effects in 𝐺′. The

last equality follows since 𝐴𝑚 cannot contain any [𝑘], using the assumption that handler

names are distinct. But applying (T-Handle) to (2) gives

Γ12, 𝑦∶𝐵
𝑛2
2 + 𝜔Γ2 ⊢ handle E[return 𝑦𝑛2]with𝐻∶𝐴𝑚!𝐺′

letting𝐻 = ℓ 𝑥 𝑘 ↦ 𝑁, so applying (T-Abs) gives

(4) Γ12 + 𝜔Γ2 ⊢ 𝜆𝑦∶𝐵𝑛22 .handle E[return 𝑦𝑛2]with𝐻∶𝐵𝑛22 → 𝐴𝑚!𝐺′.

Combining (3) and (4)with Lemma 3.6.15 and applying (T-Relax), we obtain

Γ1 + 𝜔Γ2 ⊢ 𝑁[𝑉/𝑥, (𝜆𝑦∶𝐵𝑛2 .handle E[return 𝑦𝑛2]with𝐻)/𝑘]∶𝐴𝑚!𝐹 [𝐺′/𝑘],

and 𝐹[𝐺′/𝑘] = handleℓ,𝑘,𝐹(ℓ∶𝑃; 𝐺) ⩽ handleℓ,𝑘,𝐹(𝐸) by Lemma 3.6.6.

A consequence, of course, is that well-typed computations don’t get stuck!

Corollary 3.6.23. If 0Γ ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑛] with 𝐸 Y⟶ and𝑀 ⟶∗ 𝑁 Y⟶, then𝑁 = return 𝑉𝑚.



Chapter 4

Towards Unrestricted Recursion

In the previous chapter, we saw an example of a program where handling a recursive program can lead

to traces that cannot be captured by behavioural effect types. As such, we imposed a restriction that

handlers for computations with recursive effects must have their continuations in tail position (in the

handler’s effect type). What happens concretely if we break Restriction 3.5.4?

Example 4.0.1. Recall Example 3.5.3. Omitting 0s for brevity, the effect type of f (), the compu-

tation being handled, is 𝜇𝑋 .((𝑎; 𝑋) ⊕ 𝑏), while the effect type of the handler, which we will call 𝐹, is

𝑐; [𝑘]; 𝑑. Then:

handle𝐴,𝑘,𝐹(𝜇𝑋 .((𝑎; 𝑋) ⊕ 𝑏)) = 𝜇𝑋 .(handle𝐴,𝑘,𝐹((𝑎; 𝑋) ⊕ 𝑏))

= 𝜇𝑋 .(handle𝐴,𝑘,𝐹(𝑎; 𝑋) ⊕ handle𝐴,𝑘,𝐹(𝑏))

= 𝜇𝑋 .(𝐹 [handle𝐴,𝑘,𝐹(𝑋)/𝑘] ⊕ 𝑏)

= 𝜇𝑋 .(𝐹 [𝑋/𝑘] ⊕ 𝑏)

= 𝜇𝑋 .((𝑐; 𝑋 # 𝑑) ⊕ 𝑏)

= 𝜇𝑋 .((𝑐; 𝑋 ) ⊕ 𝑏).

This produces the language {𝑐𝑛𝑏 | 𝑛 ∈ N}, which does not capture the set of effect traces performed

by the handled computation. In particular, when 𝑥 = 1, the effect sequence performed by the original

program is 𝑐, 𝑏, 𝑑; this is not in the language.

In this chapter, we explore a way to resolve this issue. Our approach is to temporarily increase the expres-

sivity of effect types to permit types such as 𝜇𝑋 .((𝑐; 𝑋 ; 𝑑) ⊕ 𝑏), which allows us to accurately determine

the effect type of handled expressions. Wewill then exploremethods of overapproximating the behaviour

back into behavioural effect types.

40
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4.1 Pretypes

To begin, we extend our behavioural effect types into pretypes, which allow resumptions after recursive

calls to accumulate.

Definition 4.1.1 (Pretypes). The syntax of pretypes is defined by:

𝐸, 𝐹 ∶∶= 0 | 𝑋 ; 𝐸 | ℓ∶𝑃; 𝐸 | [𝑘]; 𝐸 | 𝐸 ⊕ 𝐹 | 𝜇𝑋 .𝐸 ▷ 𝐹

The only differences from effect types are allowing𝑋; 𝐸, which is a recursive call to𝑋 that continues to 𝐸

once it returns, and recursion 𝜇𝑋 .𝐸 ▷ 𝐹, which performs the recursion in 𝜇𝑋 .𝐸 but continues to 𝐹 once

the recursion terminates. The concatenation operator #must then be redefined.

Definition 4.1.2 (Pretype concatenation). The concatenation of two pretypes 𝐸 # 𝐹 is defined by:

0 # 𝐹 = 𝐹 (ℓ∶𝑃; 𝐸) # 𝐹 = ℓ∶𝑃; (𝐸 # 𝐹)

([𝑘]; 𝐸) # 𝐹 = [𝑘]; (𝐸 # 𝐹) (𝐸1 ⊕ 𝐸2) # 𝐹 = (𝐸1 # 𝐹) ⊕ (𝐸2 # 𝐹)

(𝑋 ; 𝐸) # 𝐹 = 𝑋; (𝐸 # 𝐹) (𝜇𝑋 .𝐸1 ▷ 𝐸2) # 𝐹 = 𝜇𝑋 .𝐸1 ▷ (𝐸2 # 𝐹)

The important cases are the bottom two: the first states that concatenation after a recursive variable is

simply propagated past it, and the second states that concatenating an effect type to a 𝜇-binding alters

its continuation. Moreover, the labelled transition system and subtypingmust be updated to unfold the

new recursion syntax.

L-Rec

𝐸[𝜇𝑋 .𝐸 ▷ 0/𝑋] # 𝐸′
𝛼
−⟶ 𝐹

𝜇𝑋.𝐸 ▷ 𝐸′
𝛼
−⟶ 𝐹

S-Unfold

𝐹 ⩽ 𝐹 ′

𝐸[𝜇𝑋 .𝐸 ▷ 0/𝑋] # 𝐹 ⩽ 𝜇𝑋 .𝐸 ▷ 𝐹 ′

In both of these rules, we unfold the recursion 𝜇𝑋 .𝐸 ▷ 𝐹 into 𝐸[𝜇𝑋 .𝐸 ▷ 0/𝑋] # 𝐹, reflecting the fact that

𝐹 is performed after the recursion finishes.

Clearly, all effect types are pretypes (by adding ; 0 and ▷ 0 to variables and recursion, respectively). Thus,

by replacing the concatenation operator used in continuation substitution to pretype concatenation, we

can type Example 3.5.3.
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Example 4.1.3. Recall Example 3.5.3. With 𝜇-regular effect types, the effect type of the handled

computation (again omitting 0s after labels) is

handle𝐴,𝑘,𝐹(𝜇𝑋 .((𝑎; 𝑋) ⊕ 𝑏)) = 𝜇𝑋 .(handle𝐴,𝑘,𝐹(𝑎; 𝑋 ; 0) ⊕ handle𝐴,𝑘,𝐹(𝑏)) ▷ 0

= 𝜇𝑋 .(𝐹 [handle𝐴,𝑘,𝐹(𝑋 ; 0)/𝑘] ⊕ 𝑏) ▷ 0

= 𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 0.

This type does contain the sequence 𝑐, 𝑏, 𝑑. Unfolding the type once gives

((𝑐; (𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 0) # 𝑑) ⊕ 𝑏) # 0 = (𝑐; 𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 𝑑) ⊕ 𝑏,

which reduces by 𝑐 to 𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 𝑑.Unfolding again gives

((𝑐; (𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 0) # 𝑑) ⊕ 𝑏) # 𝑑 = (𝑐; 𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 𝑑; 𝑑) ⊕ (𝑏; 𝑑).

This reduces by 𝑏 to 𝑑, which reduces by 𝑑 to 0.

There is a close correspondence between pretypes and 𝜇-regular expressions [12, 17, 19]: regular ex-

pressions extended with a least fixpoint operator 𝜇. In particular, Gruppen [12] shows that the Kleene

star is redundant in 𝜇-regular expressions, and the remaining constructors form a one-to-one mapping.

However, it is known that 𝜇-regular expressions are identical in expressivity to context-free grammars.

Hence:

Proposition 4.1.4. Pretypes can generate exactly the context-free languages.

4.2 Pretypes as effect types?

An immediate instinct is to use pretypes as effect types, rather than the behavioural effect types of Chap-

ter 3. We might want the following handling rules:

handleℓ,𝑘,𝐹(𝑋 ; 𝐸) = 𝑋 ; handleℓ,𝑘,𝐹(𝐸) handleℓ,𝑘,𝐹(𝜇𝑋 .𝐸 ▷ 𝐹) = 𝜇𝑋 .handleℓ,𝑘,𝐹(𝐸) ▷ handleℓ,𝑘,𝐹(𝐹 )

These generalise the rules in Section3.5 toworkwithpretypes. Unfortunately, they arenot sound.
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Example 4.2.1. Recall the handled type from Example 4.1.3: 𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 0. Suppose that we

now handle 𝑐with the handler type 𝐹 = [𝑘]; [𝑘]. Then according to the above rules,

handle𝑐,𝑘,𝐹(𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 0) = 𝜇𝑋 .(handle𝑐,𝑘,𝐹(𝑐; 𝑋 ; 𝑑) ⊕ handle𝑐,𝑘,𝐹(𝑏)) ▷ 0

= 𝜇𝑋 .𝐹[handle𝑐,𝑘,𝐹(𝑋 ; 𝑑)/𝑘] ⊕ 𝑏 ▷ 0

= 𝜇𝑋 .𝑋 ; 𝑑; 𝑋 ; 𝑑 ⊕ 𝑏 ▷ 0.

This generates the language given by the context-free grammar 𝑋 → 𝑋𝑑𝑋𝑑 | 𝑏. But this language

does not contain all possible handled traces. For example, consider the trace 𝑐; 𝑐; 𝑏; 𝑑; 𝑑 of the origi-

nal pretype. Handling the first 𝑐 replaces it by two resumptions of its continuation, whose effect is

𝑐; 𝑏; 𝑑; 𝑑. Each of these resumptions then handles its own leading 𝑐, replacing it by two resumptions

of the continuation 𝑏; 𝑑; 𝑑. Thus, the handled computation performs (𝑏; 𝑑; 𝑑)4.

However, this is not in the language generated by the above context-free grammar. To see why, notice

that each use of the rule 𝑋 → 𝑋𝑑𝑋𝑑 adds two occurrences of 𝑑 and one additional occurrence of 𝑋.

Using this rule 𝑘 times gives 2𝑘 𝑑s and 𝑘 + 1 𝑋s. Turning each𝑋 into 𝑏, any word in the language must

have 𝑘 + 1 𝑏s and 2𝑘 𝑑s. But (𝑏; 𝑑; 𝑑)4 has 4 𝑏s and 8 𝑑s, which cannot be expressed in this way.

In fact, handling the trace 𝑐𝑛𝑏𝑑𝑛 gives the trace (𝑏𝑑𝑛)2
𝑛
, which is not a context-free language; hence,

pretypes are not closed under handling, either.

So using pretypes as effect types simply pushes the problem upwards. Instead, we argue for overapproxi-

mating pretypes using behavioural effect types.

4.3 Overapproximating pretypes

Our goal is to design a procedure 𝑓 from pretypes to behavioural effect types, whereL(𝐸) ⊆ L(𝑓 (𝐸)) for

any effect type 𝐸 (whereL(𝐸) denotes the language generated by 𝐸). One obvious overapproximation is

to allow any arbitrary sequence of effect and continuation invocations in 𝐸.

𝑓 (𝐸) = 𝜇𝑋 . (⨁ℓ∶𝑃∈labels(𝐸) ℓ∶𝑃; 𝑋) ⊕ (⨁[𝑘]∈conts(𝐸)[𝑘]; 𝑋) ⊕ 0
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Here, labels(𝐸) and conts(𝐸) collects all effect and continuation invocations from𝐸, respectively.

labels(0) = ∅ labels(𝑋 ; 𝐸) = labels(𝐸)

labels(ℓ∶𝑃; 𝐸) = {ℓ∶𝑃} ∪ labels(𝐸) labels([𝑘]; 𝐸) = labels(𝐸)

labels(𝐸 ⊕ 𝐹) = labels(𝐸) ∪ labels(𝐹 ) labels(𝜇𝑋 .𝐸 ▷ 𝐹) = labels(𝐸) ∪ labels(𝐹 )

We similarly define conts(𝐸), except for the clauses

conts(ℓ∶𝑃; 𝐸) = conts(𝐸) conts([𝑘]; 𝐸) = {[𝑘]} ∪ conts(𝐸).

This is clearly sound, but provides a loose overapproximation. An alternative way is to draw on work

by Mohri and Nederhof [24], which gives a method of overapproximating any context-free grammar

by a right-regular one. It works by creating a fresh nonterminal 𝐴′ and production 𝐴′ → 𝜀 for each

nonterminal𝐴. Then, each production

𝐴 → 𝛼0 𝐵1 𝛼1 𝐵2 ⋯ 𝐵𝑚 𝛼𝑚

(where 𝛼𝑖 are sequences of terminals and 𝐵𝑖 are nonterminals) is replaced by the productions

𝐴 → 𝛼0 𝐵1 𝐵′1 → 𝛼1 𝐵2 ⋯ 𝐵′𝑚−1 → 𝛼𝑚−1 𝐵𝑚 𝐵′𝑚 → 𝛼𝑚 𝐴′,

where this collapses to a single production𝐴 → 𝛼0 𝐴′ when𝑚 = 0. In the simple case𝑋 → 𝑐𝑋𝑑 | 𝑏, the

productions produced are

𝑋 → 𝑐𝑋 | 𝑏𝑋 ′ 𝑋 ′ → 𝑑𝑋 ′ | 𝜀.

Intuitively, 𝑋 ′ represents the “stack unwinding” after the recursion of 𝑋 finishes with a 𝑏. The overap-

proximation comes from the fact that we forget howmany times we need to output 𝑑.

Thus, 𝑓 (𝐸)might be constructed by:

(i) converting 𝐸 to a context-free grammar, using the rules in [12];

(ii) applying the procedure given in [24] to obtain a right-regular context-free grammar;

(iii) converting the right-regular context-free grammar back into behavioural effect types.

Example4.3.1. Recall again the pretype𝜇𝑋 .(𝑐; 𝑋 ; 𝑑)⊕𝑏▷0 fromExample 4.1.3. The corresponding

context-free grammar is 𝑋 → 𝑐𝑋𝑑 | 𝑏. Applying the approximation procedure gives the productions
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𝑋 → 𝑐𝑋 | 𝑏𝑋 ′ and 𝑋 ′ → 𝑑𝑋 ′ | 𝜀. We convert each nonterminal into a behavioural effect type:

𝜇𝑋 .𝑐; 𝑋 ⊕ 𝑏; 𝑋 ′ 𝜇𝑋 ′.𝑑; 𝑋 ′ ⊕ 0

We obtain the final effect type by substituting the free occurrence of 𝑋 ′ for the effect type produced

by the nonterminal 𝑋 ′.

𝜇𝑋 .𝑐; 𝑋 ⊕ 𝑏; (𝜇𝑋 ′.𝑑; 𝑋 ′ ⊕ 0)

This effect type can perform any amount of 𝑐s, followed by a 𝑏, followed by any amount of 𝑑s; as such,

it is a sound overapproximation of the original pretype 𝜇𝑋 .(𝑐; 𝑋 ; 𝑑) ⊕ 𝑏 ▷ 0.

The procedure described above has been implemented in Tyme, and the code in Example 3.5.3 has been

type-checked successfully with the type in Example 4.3.1.

4.4 Discussion

This chapter demonstrates that Restriction 3.5.4 marks a boundary in the expressivity of behavioural

effect types. Whenhandlers for recursive computations are allowed to resume their continuations innon-

tail positions, the traces produced by handling need no longer be regular. Consequently, they cannot

be represented exactly by behavioural effect types. Pretypes provide one way of exposing this additional

structure; however, Section 4.2 shows that even the expressivity of pretypes is not sufficient. We therefore

project back to behavioural effect types via an overapproximation.

We identify two natural directions for future work. The first is to identify a class of effect types that

is closed under unrestricted handling, while still having a compact representation suitable as a type sys-

tem. Section 4.2 suggests that a suitable representation must have expressivity between context-free and

recursively enumerable languages (which are clearly closed under handling); however, whether such a

representation exists is open. The second is a tighter overapproximation: unlike the general-purpose

construction in Section 4.3, an approximation that exploits the specific shape of pretypes generated by

handling may yield substantially smaller or simpler overapproximations.
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Typed CPS Transform

In this chapter, we search for a mathematical explanation of control-flow multiplicities. We do this

through a continuation-passing style (CPS) [2, 34, 35] transform, which removes effects and instead

makes control explicit through an extra continuation argument. We then assign a type to the transformed

term, and demonstrate that the control-flow multiplicity of the original term corresponds to the value

multiplicity of the continuation argument of the translated term. We thereby relate the two notions of

linearity, interpreting a complex effectful language within a simple, pure one.

Throughout this chapter, we place the following restriction:

Restriction 5.0.1. There is only one effect eff = ℓ∶𝐴𝑎
eff ↠ 𝐵𝑏eff [𝑐].

In other words, we focus on a single-effect fragment of the core calculus. This is because, as we argue in

Section 5.3, relaxing this assumption will require a target calculus with dependent types and dependent

multiplicities [7, 8]. Moreover, we base our translation on the curried translation of Hillerström et al.

[14], which uses a special vmap term in the target calculus to forward effects to outer handlers; this

cannot be typed unless given a special typing rule.

5.1 Untyped translation

We first describe an untyped CPS transform of terms. The target calculus is a quantitative fine-grain

call-by-value calculus without effects.

Definition 5.1.1. The syntax of the untyped target calculus is given by:

Values 𝑉 ,𝑊 ∶∶= True | False | 𝑥 | 𝜆𝑥.𝑀 | rec 𝑓 (𝑥).𝑀

Computations 𝑀,𝑁 ∶∶= 𝑉 | 𝑀 𝑉 | if 𝑉 then𝑀 else𝑁

46
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TE-App

(𝜆𝑥.𝑀) 𝑉 ⟶ 𝑀[𝑉/𝑥]

TE-Rec

(rec 𝑓 (𝑥).𝑀) 𝑉 ⟶ 𝑀[𝑉/𝑥, rec 𝑓 (𝑥).𝑀/𝑓 ]

TE-True

if True then𝑀 else𝑁 ⟶ 𝑀

TE-False

if False then𝑀 else𝑁 ⟶ 𝑁

TE-Lift
𝑀 ⟶ 𝑁

E[𝑀] ⟶ E[𝑁 ]

Evaluation context E ∶∶= [ ] | E 𝑉

Figure 5.1: Small-step operational semantics for the untyped target calculus.

Unlike our core calculus, there is no syntax for performing and handling effects, nor let bindings. In

addition, we allow an implicit casting of values into computations (without an explicit return) and

applying values to computations directly. We give a standard operational semantics in Figure 5.1.

The CPS encoding [[⋅]] is an adaptation of Hillerström et al. [14, Section 4.2.1]. Values are translated

homomorphically:

[[True]] = True [[False]] = False [[𝑥]] = 𝑥

[[𝜆𝑥∶𝐴𝑚.𝑀]] = 𝜆𝑥.[[𝑀]] [[rec 𝑓 (𝑥∶𝐴𝑚).𝑀]] = rec 𝑓 (𝑥).[[𝑀]]

and computations are given the translations

[[return 𝑉𝑚]] = 𝜆𝑘.𝑘 [[𝑉 ]] [[𝑉𝑊 ]] = [[𝑉 ]] [[𝑊 ]] [[(do ℓ 𝑉 )𝑃]] = 𝜆𝑘.𝜆ℎ.ℎ [[𝑉 ]] (𝜆𝑥.𝑘 𝑥 ℎ)

[[let 𝑥𝑚 ← 𝑀 in𝑁]] = 𝜆𝑘.[[𝑀]] (𝜆𝑥.[[𝑁 ]] 𝑘) [[if 𝑉 then𝑀 else𝑁]] = if [[𝑉 ]] then [[𝑀]] else [[𝑁 ]]

[[handle𝑀with ℓ 𝑥 𝑘 ↦ 𝑁]] = [[𝑀]] (𝜆𝑥.𝜆ℎ.[[return 𝑥𝑚]]) (𝜆𝑥.𝜆𝑘.[[𝑁 ]])

Like most CPS transforms, each computation takes in a continuation 𝑘; whenever a computation re-

turns a value, it calls 𝑘 with the result. Computations also take in a handler continuation ℎ, which takes

as argument the value passed into the effect and the resumption continuation. Correspondingly, the

translation for do ℓ 𝑉 invokes ℎ, and the translation for [[handle𝑀with ℓ 𝑥 𝑘 ↦ 𝑁]] installs an effect

handler (𝜆𝑥.𝜆𝑘.[[𝑁 ]]) as the second argument to [[𝑀]].
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5.2 Assigning types

Assumptions. In this section, wemake an assumption that a canonical control-flowmultiplicity exists for

every effect type (such as the least one, as implemented in Tyme). This gives rise to a function cmΓ(𝐸),

which computes the control-flow multiplicity for 𝐸 under Γ. We will further assume that the contin-

uation multiplicities of continuations are embedded directly within the effect type, using the syntax

[𝑘] [𝑐]; 𝐸. Thus we can omit Γ to write cm(𝐸). Finally, we assume that the continuation name is always

𝑘, and thus write handle𝐹(𝐸) for handleℓ,𝑘,𝐹(𝐸).

5.2.1 Translating computation types

Ourgoal is to give the type [[𝐴𝑚!𝐸 [𝑛]]] to translated computations [[𝑀]], whereΓ ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑛].

[[𝐴𝑚!𝐸 [𝑛]]] = 𝛾[[𝐴]]𝑚!𝐸

𝛾𝐴𝑚!𝐸 = ∀𝛼Type.∀𝜋Mult.∀𝜀Eff.∀𝐻Eff.(𝐴𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)cm(𝐸) → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(𝐸,𝜀)

ℎ𝛼𝜋!𝐻 = ∀𝜀Eff.[[𝐴eff]]𝑎 → ([[𝐵eff]]𝑏 → 𝛾𝛼𝜋!𝜀)𝑐 → 𝛾𝛼𝜋!𝐻[𝜀/𝑘]

The type 𝛾𝐴𝑚!𝐸 represents a computation of type 𝐴𝑚!𝐸. The continuation 𝑘 of type 𝐴𝑚 → ℎ𝐻,𝛼𝜋 →

𝛾𝛼𝜋!𝜀 consumes a value of type 𝐴 at multiplicity 𝑚 followed by a handler, and returns a computation of

type 𝛼𝜋!𝜀. We universally quantify over 𝛼, 𝜋 and 𝜀 to denote that the continuation can return a compu-

tation of any type.

The second argument is the handlerℎ𝜔𝛼𝜋!𝐻, which represents a handlerwith return type 𝛼
𝜋 and effect type

𝐻. It takes an argument of type [[𝐴eff]] and a resumption continuation expecting [[𝐵eff]]𝑏, and produces

a computation of type 𝛼𝜋![𝜀/𝑘]. Here 𝜀 represents the effect type of the resumption.

The return type of computations is a new computation 𝛾𝛼𝜋!handle𝐻(𝐸,𝜀), which has the same value type

andmultiplicity as the continuation but has a different effect type. The function handle𝐻(𝐸, 𝜀) gives an

effect type corresponding to handling 𝐸with𝐻, then continuing as 𝜀.

handle𝐻(0, 𝜀) = 𝜀 handle𝐻(𝑋 , 𝜀) = 𝑋 handle𝐻(Eff∶𝑃; 𝐸, 𝜀) = 𝐻[handle𝐻(𝐸, 𝜀)/𝑘]

handle𝐻([𝑘] [𝑐]; 𝐸, 𝜀) = [𝑘] [𝑐]; handle𝐻(𝐸, 𝜀) handle𝐻(𝜇𝑋 .𝐸, 𝜀) = 𝜇𝑋 .handle𝐻(𝐸, 𝜀)

handle𝐻(𝐸1 ⊕ 𝐸2, 𝜀) = handle𝐻(𝐸1, 𝜀) ⊕ handle𝐻(𝐸2, 𝜀)

The only major difference from handleℓ,𝑘,𝐻(𝐸) (from Section 3.5) is the 0 case. The [𝑘] [𝑐]; 𝐸 case is
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Values 𝑉 ,𝑊 ∶∶= True | False | 𝑥 | 𝜆𝑥∶𝜏𝑚.𝑀 | rec 𝑓 (𝑥∶𝜏𝑚).𝑀
| 𝑉 𝜏 | Λ𝛼𝜅.𝑉

Computations 𝑀,𝑁 ∶∶= 𝑉 | 𝑀 𝑉 | if 𝑉 then𝑀 else𝑁
Types 𝜏 , 𝜎 ∶∶= 𝜄 | 𝛼 | 𝜆𝛼𝜅.𝐴 | 𝜇𝜏 | 𝜏 𝜎

Type constants 𝜄 ∶∶= bool∶∶Type | 𝑚∶∶Mult | 𝐸∶∶Eff
| →∶∶Type → Mult → Type → Type | ∀𝜅 ∶∶(𝜅 → Type) → Type

| ⋅ [⋅/𝑘]∶∶Eff → Eff → Eff | cm(⋅)∶∶Eff → Mult

| handle(⋅)(⋅, ⋅)∶∶Eff → Eff → Eff → Eff

Kinds 𝜅, 𝜂 ∶∶= Type | Mult | Eff | 𝜅 → 𝜂

Typing rules

TT-True

0Γ ⊢ True∶bool

TT-False

0Γ ⊢ False∶bool

TT-Var

0Γ, 𝑥∶𝜏1 ⊢ 𝑥∶𝜏

TT-Relax
Γ ⊢ 𝑀∶𝜏 Γ ≤ Γ′

Γ′ ⊢ 𝑀∶𝜏

TT-Abs
Γ, 𝑥∶𝜎𝑚 ⊢ 𝑀∶𝜏 Γ ⊢ 𝜎∶∶Type

Γ ⊢ 𝜆𝑥∶𝜎𝑚.𝑀∶𝜎𝑚 → 𝜏

TT-Rec
Γ, 𝑓∶(𝜎𝑚 → 𝜏 𝑛)𝜔, 𝑥∶𝜎𝑚 ⊢ 𝑀∶𝜏 Γ ⊢ 𝜎∶∶Type

Γ ⊢ rec 𝑓 (𝑥∶𝜎𝑚).𝑀∶𝜎𝑚 → 𝜏

TT-App
Γ1 ⊢ 𝑀∶𝜎𝑚 → 𝜏 Γ2 ⊢ 𝑉∶𝜎

Γ1 + 𝑚Γ2 ⊢ 𝑀 𝑉∶𝜏

TT-TAbs
Γ, 𝛼∶∶𝜅 ⊢ 𝑉∶𝜏

Γ ⊢ Λ𝛼𝜅.𝑉∶∀𝜅(𝜆𝛼𝜅.𝜏 )

TT-TApp
Γ ⊢ 𝑉∶∀𝜅𝜏 Γ ⊢ 𝜎∶∶𝜅

Γ ⊢ 𝑉 𝜎∶𝜏 𝜎

TT-If
Γ1 ⊢ 𝑉∶bool Γ2 ⊢ 𝑀∶𝜏 Γ2 ⊢ 𝑁∶𝜏 Γ2 ⊢ 𝜏∶∶Type

Γ1 + Γ2 ⊢ if 𝑉 then𝑀 else𝑁∶𝜏

Kinding rules

TK-Const

Γ ⊢ 𝜄∶∶𝜅𝜄

TK-Var

Γ, 𝛼∶∶𝜅 ⊢ 𝛼∶∶𝜅

TK-Abs
Γ, 𝛼∶∶𝜅 ⊢ 𝜏∶∶𝜂

Γ ⊢ 𝜆𝛼𝜅.𝜏∶∶𝜅 → 𝜂

TK-App
Γ ⊢ 𝜏∶∶𝜅 → 𝜂 Γ ⊢ 𝜎∶∶𝜅

Γ ⊢ 𝜏 𝜎∶∶𝜂

TK-Fix
Γ ⊢ 𝜏∶∶𝜅 → 𝜅
Γ ⊢ 𝜇𝜏∶∶𝜅

Figure 5.2: Syntax, typing rules and kinding rules for the typed target calculus.

defined for convenience; however, we still maintain Restriction 3.5.1, so computations invoking contin-

uations must not be handled.

5.2.2 Typed target calculus

Note that 𝛾 is a type constructor which produces an infinite type; as such, wemust have a target calculus

expressive enough to admit higher-kinded recursive types. Our solution is to build on System 𝐹𝜇𝜔 [6],

which supports higher-order polymorphism (i.e. polymorphism over type constructors) and, impor-
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tantly, equirecursive types through fixpoints at arbitrary kinds.

The syntax, typing rules and kinding rules of our target calculus are given in Figure 5.2. The target cal-

culus now has type abstractionΛ𝛼𝜅 and application 𝑉 𝜏, as well as a kinding system. We add Type,Mult,

and Eff as kinds. The type constants 𝜄 are presented together with their kinds 𝜅𝜄; notably, substitution,

cm and handle are added as constants. We compute type equality under an equational theory that re-

lates these operations and their results. The theory also relates the fixpoint 𝜇𝜏 with its unfolding, as is

standard in equirecursive types.

Thus, we can define 𝛾 at kind Type → Mult → Eff → Type as the fixpoint 𝜇𝛾 ′ of a type-level function

𝛾 ′ at kind (Type → Mult → Eff → Type) → Type → Mult → Eff → Type. Writing ∀𝛼𝜅.𝜏 as a

shorthand for ∀𝜅(𝜆𝛼𝜅.𝜏 ), we define

𝛾 ′ = 𝜆𝛾Type→Mult→Eff.𝜆𝐴Type.𝜆𝑚Mult.𝜆𝐸Eff.∀𝛼Type.∀𝜋Mult.∀𝜀Eff.∀𝐻Eff.

(𝐴𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾 𝛼 𝜋 𝜀)cm(𝐸) → ℎ𝜔𝛼𝜋!𝐻 → 𝛾 𝛼 𝜋 handle𝐻(𝐸, 𝜀)

ℎ𝛼𝜋!𝐻 = ∀𝜀Eff.[[𝐴eff]]𝑎 → ([[𝐵eff]]𝑏 → 𝛾𝛼𝜋!𝜀)𝑐 → 𝛾𝛼𝜋!𝐻[𝜀/𝑘]

[[bool]] = bool [[𝐴𝑚 → 𝐶]] = [[𝐴]]𝑚 → [[𝐶]]

Inlining the definitions for ℎ𝛼𝜋!𝐻 and [[𝐴]] gives a closed-form expression for 𝛾 ′, and thus 𝛾 = 𝜇𝛾 ′ is

well-defined and satisfies the equations in Section 5.2.1.

We now augment our CPS transform in Section 5.1 with types. Translation of values remains homo-

morphic, while we add explicit type abstraction and application for computations.

[[(return 𝑉𝑚)𝐴
𝑚!0 [1]]] = Λ𝛼Type.Λ𝜋Mult.Λ𝜀Eff.Λ𝐻Eff.𝜆𝑘∶([[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)1.𝑘 [[𝑉 ]]

[[let 𝑥𝑚 ← 𝑀𝐴𝑚!𝐸 [𝑑] in𝑁 𝐵𝑛!𝐹 [𝑒]]]

= Λ𝛼Type.Λ𝜋Mult.Λ𝜀Eff.Λ𝐻Eff.𝜆𝑘∶([[𝐵]]𝑛 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑑⋅𝑒.

[[𝑀]] 𝛼 𝜋 handle𝐻(𝐹 , 𝜀) 𝐻 (𝜆𝑥∶[[𝐴]]𝑚.[[𝑁 ]] 𝛼 𝜋 𝜀 𝐻 𝑘)

[[(do Eff 𝑉 )𝐵
𝑏
eff!(eff;0) [𝑐]]]

= Λ𝛼Type.Λ𝜋Mult.Λ𝜀Eff.Λ𝐻Eff.𝜆𝑘∶([[𝐵eff]]𝑏 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑐.𝜆ℎ∶ℎ𝜔𝛼𝜋!𝐻.ℎ 𝜀 [[𝑉 ]] (𝜆𝑥∶[[𝐵eff]]
𝑏.𝑘 𝑥 ℎ)

[[handle𝑀𝐴𝑚!𝐸 [𝑑] with Eff 𝑥 𝑘 ↦ 𝑁𝐴𝑚!𝐻 [𝑒]]]

= [[𝑀]] [[𝐴]] 𝑚 0𝐻

(𝜆𝑥∶[[𝐴]]𝑚.𝜆ℎ∶ℎ𝜔[[𝐴]]𝑚 .[[return 𝑥𝑚]]) (Λ𝜀Eff.𝜆𝑥∶[[𝐴eff]]𝑎.𝜆𝑘∶([[𝐵eff]]𝑏 → 𝛾[[𝐴]]𝑚!𝜀)𝑐.[[𝑁 ]])
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5.2.3 Type preservation

We now show that the translated terms do indeed take their corresponding translated types. There is a

straightforward lifting of type translation into contexts:

[[⋅]] = ⋅ [[𝑥∶𝐴𝑚, Γ]] = 𝑥∶[[𝐴]]𝑚, [[Γ]] [[𝜏∶∶𝜅, Γ]] = 𝜏∶∶𝜅, [[Γ]]

We further assert that kind judgements in contexts, which do not have multiplicities, are unaffected by

context scaling and addition. With contexts defined, we can prove the type preservation theorem.

Theorem 5.2.1. If Γ ⊢ 𝑀∶𝐶, then [[Γ]] ⊢ [[𝑀]]∶[[𝐶]].

Proof. By induction on the derivation of Γ ⊢ 𝑀∶𝐶. The interesting cases are:

Case (T-Return)

Γ ⊢ 𝑉∶𝐴

𝑚Γ ⊢ return 𝑉𝑚 ∶𝐴𝑚!0 [1]

By IH, we have [[Γ]] ⊢ [[𝑉 ]]∶[[𝐴]]. But by (TT-Var), we have

𝑚[[Γ]], (𝛼, 𝜋 , 𝜀, 𝐻), 𝑘∶([[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)1 ⊢ 𝑘∶[[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀,

writing (𝛼, 𝜋, 𝜀, 𝐻) for 𝛼∶∶Type, 𝜋∶∶Mult, 𝜀∶∶Eff, 𝐻∶∶Eff. Applying (TT-App) gives

𝑚[[Γ]], (𝛼, 𝜋 , 𝜀, 𝐻), 𝑘∶([[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)1 ⊢ 𝑘 [[𝑉 ]]∶ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀,

and we then apply (TT-Abs) and (TT-TAbs) to obtain

𝑚[[Γ]] ⊢ Λ𝛼Type.Λ𝜋Mult.Λ𝜀Eff.Λ𝐻Eff.𝜆𝑘∶([[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)1.𝑘 [[𝑉 ]]

∶∀𝛼Type.∀𝜋Mult.∀𝜀Eff.∀𝐻Eff.([[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)1 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(0,𝜀),

observing that 𝜀 = handle𝐻(0, 𝜀).

Case (T-Let)

T-Let

Γ1 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑑] Γ2, 𝑥∶𝐴𝑚 ⊢ 𝑁∶𝐵𝑛!𝐹 [𝑒] 0Γ1 = 0Γ2

Γ1 + 𝑑Γ2 ⊢ let 𝑥𝑚 ← 𝑀 in𝑁∶𝐵𝑛!𝐸 # 𝐹 [𝑑 ⋅ 𝑒]

From IH we have [[Γ1]] ⊢ [[𝑀]] ∶ [[𝐴𝑚!𝐸 [𝑑]]] and [[Γ2]], 𝑥 ∶ [[𝐴]]𝑚 ⊢ [[𝑁 ]] ∶ [[𝐵𝑛!𝐹 [𝑒]]]. So by
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applying (TT-TApp) to both, we obtain

(1) [[Γ1]], (𝛼, 𝜋 , 𝜀, 𝐻) ⊢ [[𝑀]] 𝛼 𝜋 handle𝐻(𝐹 , 𝜀)

∶([[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(𝐹 ,𝜀))
𝑑 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(𝐸,handle𝐻(𝐹 ,𝜀))

(2) [[Γ2]], 𝑥∶[[𝐴]]𝑚, (𝛼, 𝜋 , 𝜀, 𝐻) ⊢ [[𝑁 ]] 𝛼 𝜋 𝜀

∶(𝐵𝑛 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑒 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(𝐹 ,𝜀)

and note that it is easy to show handle𝐻(𝐸, handle𝐻(𝐹 , 𝜀)) = handle𝐻(𝐸 # 𝐹 , 𝜀). By using (TT-

Var) and (TT-App) on (2), we obtain

[[Γ2]], 𝑘∶([[𝐵]]𝑛 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑒, (𝛼, 𝜋 , 𝜀, 𝐻) ⊢

𝜆𝑥∶[[𝐴]]𝑚.[[𝑁 ]] 𝛼 𝜋 𝜀 𝑘∶[[𝐴]]𝑚 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(𝐹 ,𝜀).

Thus applying (TT-App) with (1) gives

[[Γ1]] + 𝑑[[Γ2]], 𝑘∶([[𝐵]]𝑛 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑑⋅𝑒, (𝛼, 𝜋 , 𝜀, 𝐻) ⊢

[[𝑀]] 𝛼 𝜋 handle𝐻(𝐹 , 𝜀) 𝐻 (𝜆𝑥∶[[𝐴]]𝑚.[[𝑁 ]] 𝛼 𝜋 𝜀 𝑘)∶ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(𝐸#𝐹 ,𝜀),

so by (TT-Abs) and (TT-TAbs), we get

[[Γ1]] + 𝑑[[Γ2]] ⊢ Λ𝛼Type.Λ𝜋Mult.Λ𝜀Eff.Λ𝐻Eff.𝜆𝑘∶([[𝐵]]𝑛 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑑⋅𝑒.

[[𝑀]] 𝛼 𝜋 handle𝐻(𝐹 , 𝜀) 𝐻 (𝜆𝑥∶[[𝐴]]𝑚.[[𝑁 ]] 𝛼 𝜋 𝜀 𝑘)

∶∀𝛼Type.∀𝜋Mult.∀𝜀Eff.∀𝐻Eff.

([[𝐵]]𝑛 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑑⋅𝑒 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!handle𝐻(𝐸#𝐹 ,𝜀).

Case (T-Do)

Γ ⊢ 𝑉∶𝐴eff 𝑃 = 𝐴𝑎
eff ↠ 𝐵𝑏eff [𝑐] 𝐸 = Eff∶𝑃; 0

𝑐Γ ⊢ (do ℓ 𝑉 )𝑃 ∶𝐵𝑏eff!𝐸 [𝑐]

By IH, we have [[Γ]] ⊢ [[𝑉 ]]∶[[𝐴eff]]. But by (TT-Var) and (TT-Relax), we have

0[[Γ]], ℎ∶ℎ𝜔𝛼𝜋!𝐻, (𝛼, 𝜋 , 𝜀, 𝐻) ⊢ ℎ∶∀𝜀Eff.[[𝐴eff]]𝑎 → ([[𝐵eff]]𝑏 → 𝛾𝛼𝜋!𝜀)𝑐 → 𝛾𝛼𝜋!𝐻[𝜀/𝑘],
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so applying (TT-TApp) and (TT-App) gives

(1) 𝑎[[Γ]], ℎ∶ℎ𝜔𝛼𝜋!𝐻, (𝛼, 𝜋 , 𝜀, 𝐻) ⊢ ℎ 𝜀 [[𝑉 ]]∶([[𝐵eff]]𝑏 → 𝛾𝛼𝜋!𝜀)𝑐 → 𝛾𝛼𝜋!𝐻[𝜀/𝑘].

Moreover, by (TT-Var), we additionally have

0[[Γ]], 𝑘∶([[𝐵eff]]𝑏 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)1, (𝛼, 𝜋 , 𝜀, 𝐻) ⊢ 𝑘∶[[𝐵eff]]𝑏 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀

0[[Γ]], 𝑥∶[[𝐵eff]] ⊢ 𝑥∶[[𝐵eff]] 0[[Γ]], ℎ∶ℎ1𝛼𝜋!𝐻 ⊢ ℎ∶ℎ𝛼𝜋!𝐻

so applying (TT-App) and (TT-Abs) gives

(2) 0[[Γ]], 𝑘∶([[𝐵eff]]𝑏 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)1, ℎ∶ℎ1𝛼𝜋!𝐻, (𝛼, 𝜋 , 𝜀, 𝐻)

⊢ 𝜆𝑥∶[[𝐵eff]]𝑏.𝑘 𝑥 ℎ∶[[𝐵eff]]𝑏 → 𝛾𝛼𝜋!𝜀.

Applying (TT-App) with (1) and (2), followed by (TT-Relax), gives

𝑎[[Γ]], 𝑘∶([[𝐵eff]]𝑏 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑐, ℎ∶ℎ𝜔𝛼𝜋!𝐻, (𝛼, 𝜋 , 𝜀, 𝐻)

⊢ ℎ 𝜀 [[𝑉 ]] (𝜆𝑥∶[[𝐵eff]]𝑏.𝑘 𝑥 ℎ)∶𝛾𝛼𝜋!𝐻[𝜀/𝑘]

so by (TT-Abs) and (TT-TAbs),

𝑎[[Γ]] ⊢ Λ𝛼Type.Λ𝜋Mult.Λ𝜀Eff.Λ𝐻Eff.𝜆𝑘∶([[𝐵eff]]𝑏 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑐.𝜆ℎ∶ℎ𝜔𝛼𝜋!𝐻.

ℎ 𝜀 [[𝑉 ]] (𝜆𝑥∶[[𝐵eff]]𝑏.𝑘 𝑥 ℎ)

∶∀𝛼Type.∀𝜋Mult.∀𝜀Eff.∀𝐻Eff.([[𝐵eff]]𝑏 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝜀)𝑐 → ℎ𝜔𝛼𝜋!𝐻 → 𝛾𝛼𝜋!𝐻[𝜀/𝑘]

and note𝐻[𝜀/𝑘] = handle𝐻(eff; 0, 𝜀).

Case (T-Handle)

𝐸′ = handle𝐻(𝐸)

Γ1 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑑] Γ2, 𝑥∶𝐴𝑎
eff, 𝑘∶(𝐵

𝑏
eff → 𝐴𝑚![𝑘]; 0 [𝑒])𝑐 ⊢ 𝑁∶𝐴𝑚!𝐻 [𝑓 (𝑒)]

Γ1 + 𝜔Γ2 ⊢ handle𝑀with ℓ 𝑥 𝑘 ↦ 𝑁∶𝐴𝑚!𝐸′ [cm(𝐸′)]

From IH we have

(1) [[Γ1]] ⊢ [[𝑀]]∶[[𝐴𝑚!𝐸 [𝑑]]]

(2) [[Γ2]], 𝑥∶[[𝐴eff]]𝑎, 𝑘∶([[𝐵eff]]𝑏 → [[𝐴𝑚![𝑘]; 0 [𝑒]]])𝑐 ⊢ [[𝑁 ]]∶[[𝐴𝑚!𝐻 [𝑓 (𝑒)]]]
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Applying (TT-TApp) to (1) gives

[[Γ1]] ⊢ [[𝑀]] [[𝐴]]𝑚0𝐻∶([[𝐴]]𝑚 → ℎ𝜔[[𝐴]]𝑚!𝐻 → 𝛾[[𝐴]]𝑚!0)cm(𝐸) → ℎ𝜔[[𝐴]]𝑚!𝐻 → 𝛾[[𝐴]]𝑚!handle𝐻(𝐸,0)

noting that handle𝐻(𝐸, 0) = handle𝐻(𝐸); moreover, the (T-Return) case tells us that

0[[Γ1]], 𝑥∶[[𝐴]]𝑚, ℎ∶ℎ𝜔[[𝐴]]𝑚!𝐻 ⊢ [[return 𝑥𝑚]]∶𝛾[[𝐴]]𝑚!0.

So by (TT-App), we have

[[Γ1]] ⊢ [[𝑀]] [[𝐴]] 𝑚 0𝐻 (𝜆𝑥∶[[𝐴]]𝑚.𝜆ℎ∶ℎ𝜔[[𝐴]]𝑚!𝐻.[[return 𝑥𝑚]])∶ℎ𝜔[[𝐴]]𝑚!𝐻 → 𝛾[[𝐴]]𝑚!handle𝐻(𝐸).

Now using Lemma 3.6.21 on (2), we obtain

[[Γ2]], 𝑥∶[[𝐴eff]]𝑎, 𝑘∶([[𝐵eff]]𝑏 → [[𝐴𝑚!𝜀 [𝑒]]])𝑐, 𝜀∶∶Eff ⊢ [[𝑁 ]]∶[[𝐴𝑚!𝐻[𝜀/𝑘] [𝑓 (𝑒)]]],

and by applying (TT-Abs) and (TT-TAbs), we get

[[Γ2]] ⊢ (Λ𝜀Eff.𝜆𝑥∶[[𝐴eff]]𝑎.𝜆𝑘∶([[𝐵eff]]𝑏 → 𝛾[[𝐴]]𝑚!𝜀)𝑐.[[𝑁 ]])

∶∀𝜀Eff.[[𝐴eff]]𝑎 → ([[𝐵eff]]𝑏 → 𝛾[[𝐴]]𝑚!𝜀)𝑐 → 𝛾[[𝐴]]𝑚!𝐻[𝜀/𝑘]

which is just ℎ[[𝐴]]𝑚!𝐻. Thus

[[Γ1]] + 𝜔[[Γ2]] ⊢ [[𝑀]] [[𝐴]] 𝑚 0𝐻 (𝜆𝑥∶[[𝐴]]𝑚.𝜆ℎ∶ℎ𝜔[[𝐴]]𝑚!𝐻.[[return 𝑥𝑚]])

(Λ𝜀Eff.𝜆𝑥∶[[𝐴eff]]𝑎.𝜆𝑘∶([[𝐵eff]]𝑏 → 𝛾[[𝐴]]𝑚!𝜀)𝑐.[[𝑁 ]])∶𝛾[[𝐴]]𝑚!handle𝐻(𝐸).

Thus, we have the following consequences.

Corollary 5.2.2. The control-flow multiplicity of a computation 𝑀 is the value multiplicity of the

continuation argument of its CPS transform [[𝑀]].

Corollary 5.2.3. The resource usage of a computation𝑀 coincides exactly with the resource usage of

its CPS transform [[𝑀]].
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This also explains why (T-Let) in the core calculus has the context Γ1 + 𝑐Γ2 in its conclusion:

Γ1 ⊢ 𝑀∶𝐴𝑚!𝐸 [𝑐] Γ2, 𝑥∶𝐴𝑚 ⊢ 𝑁∶𝐵𝑛!𝐹 [𝑑] 0Γ1 = 0Γ2

Γ1 + 𝑐Γ2 ⊢ let 𝑥𝑚 ← 𝑀 in𝑁∶𝐵𝑛!𝐸 # 𝐹 [𝑐 ⋅ 𝑑]

The binding𝑀 has control-flowmultiplicity 𝑐, so its continuation argument has valuemultiplicity 𝑐. But

the CPS transform [[let 𝑥𝑚 ← 𝑀 in 𝑁]] = 𝜆𝑘.[[𝑀]] (𝜆𝑥.[[𝑁 ]] 𝑘) contains [[𝑁 ]] in its continuation. By

(T-App), we therefore need 𝑐 times the resources used for𝑁.

5.3 Transforming multiple effects

What happens if we try to lift Restriction 5.0.1? Consider the translated type for handlers.

ℎ𝛼𝜋!𝐻 = ∀𝜀Eff.[[𝐴eff]]𝑎 → ([[𝐵eff]]𝑏 → 𝛾𝛼𝜋!𝜀)𝑐 → 𝛾𝛼𝜋!𝐻[𝜀/𝑘]

Instead of passing the effect argument and continuation as separate arguments, we might package them

up into a single value containing the effect label as well as the necessary argument and continuation.

Thus, the new handler type is of form ℎ𝛼𝜋!𝐻 = ∀𝜀Eff.𝐸 → 𝛾𝛼𝜋!𝐹 for a variant type 𝐸, defined by

𝐸 = ⟨ℓ1 ∶[[𝐴1]]𝑎1 × ([[𝐵1]]𝑏1 → 𝛾𝛼𝜋!𝜀)𝑐1 , ℓ2 ∶[[𝐴2]]𝑎2 × ([[𝐵2]]𝑏2 → 𝛾𝛼𝜋!𝜀)𝑐2 , ⋯⟩

for all effects ℓ𝑖 ∶ [[𝐴𝑖]]𝑎𝑖 ↠ [[𝐵𝑖]]𝑏𝑖 [𝑐𝑖] in the program. The handler would need to pattern-match on

this argument to determine whether it is the effect the handler is addressing; if it is, it should handle it

accordingly, and otherwise, it should pass it onto the outer handler.

What, then, should the return type 𝛾𝛼𝜋!𝐹 be? Here, 𝐹 is the resulting effect type after handling this effect.

If the effect is one the handler should handle (say ℓ), 𝐹 = 𝐻[𝜀/𝑘] as before; if not, it is simply 𝜀.

ℎℓ,𝛼𝜋!𝐻 = ∀𝜀Eff.(𝑒∶𝐸) → 𝛾𝛼𝜋!if 𝑒 = ℓ (𝑥,𝑘) then 𝐻[𝜀/𝑘] else 𝜀

Clearly we need a significantly more expressive type system. Since the effect types of computations ul-

timately affect value multiplicities, we conjecture that Doré’s system of dependent multiplicities in de-

pendent linear type theory [7, 8] is a suitable target.
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Conclusion

In this project, we have introduced a new reconciliation of algebraic effect handlers and linearity. We

designed a new behavioural effect type system for calculating the control-flow multiplicity of programs,

thereby introducing the first language that permits the use of linear variables in the presence ofmulti-shot

effects. Weachieved this by soundly scaling the resourceusage of variables undermulti-shot effects, taking

inspiration from recent quantitative type theories. We established the soundness of our type system, and

gave a semantic justification of control-flow multiplicities through a typed CPS transform. Finally, we

implemented our type system in Tyme, demonstrating its practicality.

Future work. This work offers a new perspective on effect types, and with it a number of avenues for

future investigation. The most immediate are Restrictions 3.5.4 and 5.0.1, for which we have already

sketchedpromising directions in Sections 4.4 and 5.3, respectively. Another natural extension is type and

effect polymorphism. A System-F style type polymorphism is mostly orthogonal to our developments,

and is straightforward to integrate by introducing type variables, abstraction and application.

Γ, 𝛼∶∶Type ⊢ 𝑉∶𝐴

Γ ⊢ Λ𝛼Type.𝑉∶∀𝛼Type.𝐴

Γ ⊢ 𝑉∶∀𝛼Type.𝐴 Γ ⊢ 𝐵∶∶Type

Γ ⊢ 𝑉 𝐵∶𝐴[𝐵/𝛼]

Effect polymorphism, on the other hand, is not as straightforward. A standard approach might be to

introduce effect abstraction and application, akin to type polymorphism above:

Γ, 𝜀∶∶Eff ⊢ 𝑀∶𝐶

Γ ⊢ Λ𝜀Eff.𝑀∶∀𝜀Eff.𝐶

Γ ⊢ 𝑀∶∀𝜀Eff.𝐶 Γ ⊢ 𝐸∶∶Eff

Γ ⊢ 𝑀 𝐸∶𝐶[𝐸/𝜀]

The main difficulties are that (1) the control-flow multiplicity of the effect 𝐸 now depends on the free

variable 𝜀, and indeedmay change depending on the choice of 𝜀; and (2) it is unclear what should happen

if we handle a computation with free effect variables, as the resulting effect type may have a completely

different shape depending on the choice of 𝜀 (in particular, if 𝜀 contains the effect being handled). The
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continuation effect [𝑘]; 𝐸 as well as Restriction 3.5.1 can be understood as ways to address these issues in

a contained setting; thus, a general solution subsuming these mechanisms would be fruitful.

Finally, we hope to further develop Tyme into a practical programming language. The pairing of alge-

braic effect handlers with quantitative types makes it uniquely positioned, and equips the programmer

with a wide repertoire: linearity for file handling [23], manual memory management à la Rust [16] and

OxCaml [22], and concurrency via session types [9, 15, 29], alongside user-defined computational ef-

fects such as exceptions, I/O, and nondeterminism [26, 27, 33, 40] through algebraic effect handlers. We

believe that, withTyme, this combinationwill find applicationswell beyond those exploredhere.
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